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A B S T R A C T

We use the recently proposed linear opinion pool methodology of Garratt et al. (2014) to construct real-time
output gap estimates for Switzerland over the out-of-sample period from 2003:Q1 to 2015:Q4. The model space
consists of a large number of bivariate VAR specifications for the output gap and inflation, with each VAR
specification using a different estimate of the output gap, lag order, and structural break information. We find
that the linear opinion pool performs rather poorly. Real-time estimates of the output gap are no more accurate
than those from some simple benchmark models, no more robust to ex post revisions than the real-time
estimates of the individual univariate output gaps, and do not produce more accurate forecasts of inflation. The
key driver of ‘good’ forecast performance is structural break information. Once the same structural break
information is conditioned upon in all prediction models, the gain from averaging over many different pools of
models that utilize various output gap estimates or lag structures in the VAR specification is of negligible
magnitude.

1. Introduction

Reliable real-time estimates of the output gap — the difference
between actual output and unobserved potential output — are essential
for timely policy making.1 Despite their importance in policy environ-
ments, real-time estimates of the output gap are characterized by large
and profound uncertainty. This fact is extensively documented in the
existing empirical macroeconomic literature.2 A number of alternative
estimation methods have been developed with the aim of increasing the
reliability of real-time output gap estimates (see, for instance, the
general prediction pool framework of Geweke (2010), Geweke and
Amisano (2011)).

In this study, we use the recently developed linear opinion pool
methodology of Garratt et al. (2014) to construct real-time output gap
estimates for Switzerland. The main idea behind the linear opinion
pool is to utilize various univariate estimates of the output gap to
compute ensemble forecasts for the output gap and inflation, using a
bivariate vector autoregressive (VAR) specification for the output gap

and inflation as the prediction model. The combination weights for the
forecasts in the linear opinion pool are determined from the predictive
densities of the individual VAR specifications. Following the approach
of Camba and Rodriguez (2003), we then proceed to assess the
‘goodness’ of the linear opinion pool's real-time output gap estimates
by defining two main criteria. The first is that the output gap estimates
should provide ‘good’ forecasts for inflation. The second is that ex post
revisions to the estimates of the output gap should be ‘small’.

Using an out-of-sample period from 2003:Q1 to 2015:Q4, we find
that the linear opinion pool's ensemble forecasting approach performs
rather poorly in our application to Swiss data. That is, the model fails to
produce real-time output gap estimates that are better calibrated (or
more accurate) than those from some simple univariate benchmark
time series models. We find further that the key determinant of ‘good’
forecast performance in any of the models that we employ in our
analysis is the use of structural break information. Once the same
structural break information is conditioned upon in all prediction
models, the gain from averaging over many different pools of models
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1 Output gap estimates are routinely used in macroeconomic policy models at central banks (see, for instance, Smets and Wouters, 2003, 2007; Buncic and Melecky, 2008; Zhang and
Murasawa, 2011; Komlan, 2013; Buncic and Lentner, 2016). Real-time estimates of the output gap are also becoming increasingly important for the monitoring of financial stability (see
Buncic and Melecky (2013), or Buncic and Melecky (2014), Basel (2011) in the context of determining excessive credit growth in an economy).

2 The seminal paper by Orphanides and van Norden (2002) is one of the first to show that many output gap estimation methods for the US are unreliable in real-time. Marcellino et al.
(2006) come to a similar conclusion using data for the Euro area. In a fiscal policy setting, Ley and Misch (2014) find that output gap revisions significantly undermine the reliability of
real-time estimates of fiscal balances in a large cross-section of 175 countries. Several other studies have found that inaccurate real-time output gap estimates can introduce a pro-
cyclicality bias into policy decisions (see, for instance, Orphanides, 2001; Smets, 2002; Grigoli et al., 2015).
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that utilize various output gap estimates and/or different lag orders in
the bivariate VAR specification is negligible. We confirm that these
results also hold for the US data analysed in Garratt et al. (2014) in our
independent replication of their study. Another key driver behind the
poor performance of the linear opinion pool for Swiss data, and which
is absent from US data, is the magnitude of the revisions to the GDP
price deflator series that is needed to construct the inflation measure.
These revisions can be large, even as many as eight quarters after the
initial release. This leads to further increases in the uncertainty about
the level of inflation.

In our analysis we find also that the real-time estimate of the output
gap provided by the linear opinion pool over the evaluation period is no
more robust to ex post revisions than the real-time estimates of the
individual univariate estimates of the output gap. Our overall findings
are thus in line with a large body of existing literature which fails to find
output gap estimates to have predictive power for inflation, or pooling of
various real-time output gap estimates to improve the robustness to ex
post revisions (see, for example, Orphanides and van Norden, 2005;
Marcellino and Musso, 2011; Ince and Papell, 2013).

The rest of the paper is structured as follows. Section 2 describes
the different VAR specifications that constitute the model space of the
ensemble forecast, and how the linear opinion pool is constructed from
the individual forecast densities. Section 3 describes the data and the
VAR model space used in our application to Swiss data. The empirical
results are presented in Section 4. In Section 5, we discuss our findings
and provide a robustness analysis using US data. Finally, Section 6
concludes the study. Additional results are reported in an Appendix A.

2. Methodology

This section describes in more detail the linear opinion pool
modelling methodology of Garratt et al. (2014) that we implement,
defining initially the bivariate vector autoregressive (VAR) specification
for the inflation and output pair that is used. A detailed outline of how
the individual forecasts are constructed and aggregated follows this
description.

2.1. Vector autoregressive specifications

A simple Phillips Curve type relationship between inflation and the
output gap is frequently modelled as a bivariate VAR(p) process of the
form (see for instance Garratt et al., 2014; Tiwari et al., 2014):

ϵA X C(L) = + ,j
t
j j

t
j (1)

where π yX = [ ; ]t
j

t t
j is a (2 × 1) dimensional vector containing inflation

πt and the j-th output gap estimate y j J, ∀ = 1, …,t
j . The correspond-

ing (2 × 1) dimensional intercept vector is denoted by C j, A (L)j is a
matrix polynomial in the lag operator L of order p, and ϵt

j is a (2 × 1)
vector of error terms with mean vector of zero and variance/covariance
matrix Ω j, which is assumed to be normal distributed. The j superscript
in the notation signifies that the VAR(p) model was computed using the
j-th output gap estimate. The j-th output gap estimate yt

j is defined as
the difference between the logarithms of observed output and the j-th
estimate of the unobserved trend (permanent) component of output
(Section 3 describes in more detail the construction of the output gaps).

Let N denote the number of different VAR models in our model
space. Using J different output gap estimates, this means that we will
have N=J different VAR specifications to aggregate from. We further
account for the possibility of a changing relationship between inflation
and the output gap, by allowing for structural breaks, that is, changes in
the conditional mean and variance of the series. In our set-up, every
structural break defines a new model. With K unique structural break
dates, the number of possible models increases from N=J to N J K= × .
Finally, we also allow the number of lags in the VAR(p) specification to
vary between 1 and P, with P being the maximum lag length, so that the

total number of models is then N J K P= × × , producing N different
forecasts for inflation and the output gap from the VAR specification in
(1). Note here that we purposefully do not want to make any
assumptions about the true structure of the data generating process
for inflation and the output gap. Moreover, following the reasoning of
Garratt et al. (2014), we work with the proposed model space because
of its flexibility and simplicity. Utilizing a variety of different VAR
specifications allows us to bypass the problem of defining a single
output gap measure by considering all commonly used measures, and
combining those that produce the best forecasts for inflation.

2.2. Constructing the ensemble forecasts

We use a linear opinion pool (LOP) to construct ensemble forecast
densities for inflation and the output gap. The opinion pool approach
has a long history in management science, where the focus is on
combining the evidence supplied by many experts to a decision maker
(wisdom of crowds analogy). Since opinion pools only require the out-
of-sample forecasts of every expert (in our case the N VAR specifica-
tions) as inputs, they are particularly useful when combining survey
information (see also Wallis (2005)).3 Following Garratt et al. (2014),
we construct the forecast density for the output gap by combining the
forecast densities of the N individual VAR specifications with the
weights determined by the out-of-sample forecast performance of
inflation. The h-step ahead ensemble forecast density for inflation,
given the N different VAR specifications, is then obtained from the
following linear opinion pool:

∑p π p π w τ τ τ( ) = ( | ) , = , …,π τ h
j

N

π j τ h j τ j h τ+
=1

, + , , ,
(2)

where p π( | )π j τ h j τ, + , is the h-step ahead forecast density from model j for
inflation πτ h+ given the information set j τ, . The information set j τ,
consists of the data vintages up to and including period τ. Note that in
the notation in (2) we use τ to label the vintage of the data, that is, data
up to and including τ, regardless of the publication lag. Thus, when the
real-time data are released with a one period lag, as it is usually the
case, the one-step ahead forecast (h=1) is the nowcast. The weights
wj h τ, , are by definition non-negative and sum up to unity for every
forecast horizon h and period τ.

We use a logarithmic scoring rule to construct the aggregation
weights wj h τ, , , which gives a high score (or weight) to a density forecast
whenever a high probability of the realized inflation value is obtained.
The logarithmic score of the density forecast for model j is defined as

p πln ( * | )π j t h j t, + , and is evaluated at the realized inflation value π*τ h+ . The
weight wj h τ, , for the h-step ahead forecast density of model j at τ is
calculated as:
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where κ is the length of the minimal training period used to initialize
the weights and r is the revision horizon. Inflation measurements are
usually subject to revisions in later periods. Revised inflation measure-
ments are considered to be more accurate and thus constitute a better
target for forecasting. Given a revision horizon r, the realized inflation

3 The primary motivation for using an opinion pool for the real-time measurement of
the output gap is the view that policymakers typically face at central banks. Policymakers
generally discuss the forecast densities supplied by the various experts on their staff, who
typically utilize linear (or linearised) and Gaussian models, which the policymakers
inherently believe to be false. In our context, this translates to the policymaker believing
the various output gap measures to differ from the ‘true’ output gap by more than the
conventional white noise measurement error and that the true output gap is never
observed, even ex post.
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value for period t is taken from the vintage at period t r+ . Finally, the
h-step ahead ensemble forecast density for the output gap is con-
structed as:

∑p y p y w τ τ τ( ) = ( | ) , = , …,y τ h
j

N

y j τ h j τ j h τ+
=1

, + , , ,
(4)

where p y( | )y j τ h j τ, + , is the h-step ahead forecast density from model j for
the output gap. Note that the ensemble predictive densities for
inflation, respectively, for the output gap, are weighted combinations
of the individual models' densities, and therefore do not need to be
Gaussian or symmetric.

Other popular weighting schemes are equal weighting (w N= 1/j h τ, , )
or best model selection, that is, giving a weight of 1 to the model with
the highest average log-score over the training period, and 0 to all
others (see Kascha and Ravazzolo (2010) for an overview of weighting
schemes).4 In our application, however, both, the equal weighting and
the best model selection weighting schemes, produced overall worse
cumulative forecast densities than the log-score weighting scheme that
we implement.5

2.3. Evaluation period, forecasting approach and densities

As we are faced with limitations in the available data vintages,
choosing a large forecast horizon h, respectively a large revision
horizon r, can substantially shorten the length of the out-of-sample
period over which to evaluate the LOP's inflation forecast performance.
In (5) below, we illustrate graphically the longest possible evaluation
period τ τ, …, for a given period of the earliest available vintage v, the
period of the latest available vintage v , the minimal number of training
periods κ, as well as forecast horizon h and the revision horizon r.

⏞⏞
v τ τ v⋯⋯⋯⋯⋯ ⋯⋯ ⋯ ⋯⋯⋯ ⋯

κ h r h r+ +

(5)

For us to be able to evaluate the forecast performance of the LOP
estimated with vintages up to τ, the inflation measurement π*τ h+ from
the vintage in period τ h r+ + needs to be available. Any periods after
v h r− − cannot be part of the evaluation period. Similarly, the earliest
possible period for which we can calculate the weights of the linear
opinion pool is v κ h r+ + + − 1, as we have a minimal training period
of length κ. The benefit of using a larger revision horizon and thus
potentially more correct inflation measurements must thus be traded
against the benefit of having a larger out-of-sample evaluation period.
Note that when we analyze the LOP's output gap nowcasts, our
evaluation period starts in v κ r+ + , but extends to the last vintage
period v . Also, we use a recursive estimation and forecasting scheme
and update the data as well as the fitted models as new data becomes
available.

We use the so called direct forecasting approach to construct
multiple steps ahead forecasts (for h > 1). Iterated forecasts are more
efficient if the one-period ahead model is correctly specified, but direct
forecasts are more robust to model misspecification (see Marcellino
et al. (2006)). Since our view is that the models we use are inherently
misspecified, we prefer the direct forecasting approach.6 Note here also

that the predictive densities of the individual VARs are, due to the
bivariate normal definition of ϵt

j in (1), bivariate normal, with the
density forecasts centered at the conditional mean, having scale equal
to the variance/covariance estimate of Ω j. Although this approach
ignores parameter uncertainty in the construction of the out-of-sample
densities, this approach is quite common in the literature (see, for
instance, Kascha and Ravazzolo, 2010, who combine normal forecast
densities from VARs for inflation forecasting) and used in practice.
Moreover, as noted by Chatfield (2000, see the discussion in
Chapter 7), the effect of parameter uncertainty seems likely to be of a
significantly smaller order of magnitude than that due to other sources
of error, most notably the effects of model uncertainty and/or errors
related to outliers.7 To keep the construction of the h-step ahead
densities as simple as possible, we use the bivariate normal assumption
to compute the forecast densities.

3. Swiss data and model space

We obtain (real-time) real GDP and GDP price deflator data for
Switzerland from the State Secretariat for Economic Affairs (SECO).
The data are available on a quarterly basis and are seasonally
adjusted. We use the logarithm of real GDP in the construction of
the univariate output gaps. Inflation is defined as the annualized
(multiplied by 400) log difference of the GDP price deflator series.
The real-time data set contains 72 vintages, starting in v = 1997: Q4
and ending in v = 2015: Q3. The series in each vintage start in
1981:Q2. The data are released with a one quarter lag. Therefore,
the vintage labelled τ is available at time τ+1, and with h=1, this
constitutes the nowcast for the series. In what follows, we will discuss
the linear opinion pool's model setup in our application to Swiss
data. This includes the size of the revision horizon r, the length of the
minimal training period κ, as well as the univariate output gap
estimates, structural breaks, and the number of lags included in the
VAR model space.

The revision horizon r is set to 8. For the Swiss data set, we find that
after 8 quarters the mean absolute revision to the quarterly inflation
rate decreases substantially. Moreover, a revision horizon of 8 quarters
yields the best inflation forecasts within an acceptable revision horizon
length of 8 quarters. Revision horizons larger than 8 were not
considered, as they would have further shortened the available out-
of-sample evaluation period.8 The length of the minimal training
period is set to κ=12 quarters, which is 8 quarters less than the
minimal training period considered by Garratt et al. (2014). This choice
is once again motivated by our desire to keep the evaluation period as
long as possible. The start of the evaluation period is set to
τ v κ h r h= + + + − 1 = 2002: Q3 + , and the end to
τ v h r h= − − = 2013: Q3 − .

In total, we use six different output gap construction methods. Five
of these rely on common univariate trend (permanent component)
construction methods, which are also employed by Garratt et al. (2014)
and Orphanides and van Norden (2002, 2005). These are:

1) Quadratic trend (QT),
2) Hodrick-Prescott filter (HP),
3) forecast-augmented Hodrick-Prescott filter (HPFC),
4) forecast-augmented Christiano-Fitzgerald filter (CF), and
5) forecast-augmented Baxter-King filter (BK).

4 Best model selection has been applied in dynamic time varying coefficient models to
predict exchange rate and copper returns in Buncic and Piras (2016) and Buncic and
Moretto (2015).

5 We do not report these here to conserve space.
6 Marcellino et al. (2006) compare empirically iterated and direct forecasts from linear

univariate and bivariate models by applying pseudo out-of-sample forecasting to 170 US
monthly macroeconomic time series spanning 1959–2002. They find that iterated
forecasts typically outperform direct forecasts, in particular, if the models can select
long-lag specifications. Also, we have, in fact, implemented both methods for construct-
ing the VARs' multiple-step ahead forecasts. For Swiss data we found no important
differences between the two methods with respect to the LOP's inflation forecast
performance. The direct forecasting method however performed somewhat better in
our application to the US data set. These results are available from the authors upon

(footnote continued)
request.

7 Errors related to parameter uncertainty are typically of order T1/ , where T is the
sample size. When parameter uncertainty is taken into account, the VARs' one-step
ahead predictive densities (given un-informative priors) are multivariate Student t
distributed (see Garratt et al. (2009)).

8 In Section 5, we discusses revisions to Swiss inflation data in more detail.
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Additionally, we also use a ‘trend’ estimate based on survey data on
industry capacity utilization from the KOF Swiss Economic Institute
(CAP) to compute the output gap.9 The Appendix A provides a detailed
description of all six output gap construction methods. As we are
interested in real-time prediction, we estimate the output gaps
recursively using successive vintages of real-time data.

We allow for structural breaks in every quarter from 1981:Q2 to
1992:Q1, yielding a total of K=44 possible structural breaks. That
leaves, at the minimum, a sample from 1992:Q1 to 1997:Q4 for in-
sample estimation of the N VAR models. The maximum number of lags
is set to 4, which corresponds to one year. In a preliminary analysis, we
allowed the number of lags to go up to 8 (two years), but all VAR
specifications with lags larger than 4 were given very little weight in the
linear opinion pool, even when forecasts of horizons up to 8 quarters
ahead were considered. The inclusion of those additional models had a
negligible impact on the LOP combined forecast densities and on the
overall forecast performance. With K=44, P=4 and J=6, our model
space consists of a total of N K P J= × × = 1056 individual VAR
specifications. We would like to note here again that the LOP ensemble
forecasting approach that we implement is not attempting to find a
single, correct model specification to construct the forecasts. Instead,
we include all possible VAR specifications and use the LOP to
approximate the true, but unknown forecast densities by means of
model averaging.

To provide a visual overview of what the inflation and output gap
data look like for Switzerland, we show time series plots of the entire
inflation series of the last vintage (2015:Q3) data in Fig. 1, and output
gap estimates based on real-time data and the last vintage in Panels (a)
and (b) of Fig. 2, respectively. Looking over the inflation series in Fig. 1,
one can notice at least two apparent structural shifts, one in the early
1980s and the other in the early 1990s. We should stress here that in
the LOP modelling approach that we follow, we do not need to, and
thus do not, identify any particular break dates a priori, since we
account for all possible break dates up to 1992:Q1 in the VAR model
space. We thus do not use any information that is not available in real-
time in the construction of the individual VAR forecasts.

Note that the univariate real-time output gap estimates shown in
Fig. 2 are in fact nowcasts. That is, to create these nowcasts, we forecast
the ln(GDP), respectively, the log capacity utilization series by one
quarter before calculating the output gaps. We use an AR(8) model for
output growth to compute the one-step ahead forecast for the ln(GDP)
series.10 To obtain the one-step ahead forecasts for capacity utilization,
we use an AR(p) model, where the lag order p was selected using AIC.
As one can see from the plots in Fig. 2, there appears to exist a lot of
disparity not only in the size but also in the sign and volatility of the
estimated output gaps. What is particularly interesting to see is how the
variation of the various methods is substantially different when
computed in real-time, as opposed to when based on the last vintage
of data. For instance, the simple quadratic trend (QT) model yields
output gap estimates with the lowest variance when constructed in
real-time, but when based on data from the last vintage, they show the
largest variation. Moreover, apart from the QT based output gap, the
remaining estimates attribute most of the fall in output to cyclical
variation, rather than to a drop in permanent (or potential) output
when computing the gaps in real-time. This can be seen from the
considerably milder drop in the QT based output gap estimates during
the financial crisis period, when compared to the other estimates. Also,
output gap estimates are subject to fairly large revisions toward the end
of the sample period. We discuss revisions to the output gap estimates

in more detail in Section 4.4.

4. Empirical results for Switzerland

We now present the empirical inflation density forecast, together
with our output gap nowcasts for Switzerland. Note here that we use
the inflation forecast densities to construct the aggregation weights of
the output gap nowcasts. For this reason, we assess the inflation
forecasting performance of our modelling set-up in some greater detail.
We also discuss in this section the importance of the different output
gap estimates in the linear opinion pool forecasts and also the effect of
revisions on the output gap estimates.

4.1. Inflation forecast performance

In Fig. 3, the LOP's inflation density nowcasts (the one-step ahead
forecast) over the evaluation period are plotted. The plot shows the
mean nowcast (black line) together with 50, 80, and 95% confidence
intervals (CIs), using different shadings of grey to highlight the three
interval regions. The realized inflation value is superimposed in red.
Since the revision horizon is set to r=8, the last available target
inflation value is for 2013:Q3 (from the 2015:Q3 vintage). As can be
seen from the plots in Fig. 3, the inflation nowcasts track the overall
movement of the inflation target variable reasonably well.
Nevertheless, there exist instances when they deviate quite substan-
tially from the realized inflation value, being outside the 95% con-
fidence band of the nowcast for three instances, that is, in 2003:Q1,
2009:Q1 and 2012:Q3, where the difference between the nowcast and
the inflation target for 2009:Q1 is particularly noticeable.

We evaluate the ‘goodness’ of the linear opinion pool's inflation
forecasts by comparing it to a number of benchmark (BM) models.
These are univariate AR(p) models (with p from 1 to 4), an integrated
Moving Average (IMA) model of order 1, as well as a simple 2 year
moving average (AVG2Y) model. These benchmarks are estimated with
successive vintages of real-time inflation data, using either the entire
inflation series for estimation, or data starting from the last structural
break date included in the model space of the LOP.

We initially assess the calibration of the LOP's predictive densities
for inflation. A well calibrated density is one that resembles the true but
unobserved density from which the realized inflation values are drawn
from. If the forecast density is the same as the true density, the
probability integral transforms (PITs) of the realized inflation values
with respect to the forecast densities must be uniform and indepen-
dently distributed (see Diebold et al. (1998)). The probability integral
transform ut at time t given a forecast density pt(z) and a realized
inflation value π*t is given by:

∫u p z dz= ( ) .t

π

t−∞

*t

(6)

To assess how well the predictive densities fit the data, we apply
standard tests for goodness-of-fit and independence to the PITs
calculated over the evaluation period. These are: (1) the Likelihood
Ratio (LR) test for independence of Berkowitz (2001) (we use a three
degrees of freedom version, with an AR(1) process under the alter-
native hypothesis), (2) the Anderson-Darling (AD) test for uniformity
as used by Noceti et al. (2003), (3) the Pearson Chi-squared based test
for uniformity of the histogram advocated by Wallis (2003), (4) the
Ljung-Box (LB) test for ‘independence’ of the PITs (we consider
autocorrelations up to fourth order).11

Apart from the calibration tests, we also report the average

9 Forecast augmented in the given context means that to construct the output gap at
time τ, we use data from time 1 to τ − 1, forecast the value for τ, which is not available
due to the publication lag, and then used the respective filter on the forecast augmented
data set.

10 This is the same approach and model that is used for the forecast augmented last
four output gap estimation methods (see the Appendix A for further details).

11 We do not test the PITs from the multiple-step ahead forecasts densities for
independence, as it is well known that multiple-step ahead forecasts produce serially
correlated forecast errors, and thus serially correlated PITs (see, for instance, Hall and
Mitchell, 2007; Knüppel, 2015). The tests for independence of the PITs are therefore
omitted for forecast horizons of h > 1.
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Fig. 1. Time series plot of Inflation for Switzerland (last vintage).

Fig. 2. Time series plots of univariate output gap estimates for Switzerland.
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logarithmic score over the evaluation period (log-score), as well as the
root mean squared errors (RMSE) of the point forecasts for each of the
considered models.12 We compare the predictive accuracy of the linear
opinion pool to the six benchmark models using a standard Diebold
and Mariano (1995) (DM) type test. The loss differential for the point
forecasts is based on the squared forecast errors, while for the density
forecasts we use the Kullback-Leibler Information Criterion (KLIC),
which is defined as the difference of the log scores of the two competing
models. More formally, for the point, respectively density forecasts, the
DM test uses the sequences:

( ) ( )ε εDM = −t h
P

t h t t h t+ + |
BM 2

+ |
LOP 2

(7)

( ) ( )p π p πDM = ln * | − ln * | ,t h
D

t h t t h t+ + LOP, + BM, (8)

where ε( )t h t
m
+ |

2 and p πln ( * | )t h κ t+ , , m∀ = {BM, LOP} denote the squared
forecast errors, respectively log scores, obtained from the BM and LOP
models.

The DM test statistic is then formed as:

DM − stat = DM
Var(DM)

,
(9)

where DM is the sample mean of the DMt h+ sequence computed over
the out-of-sample evaluation period and Var(DM) is its variance (ie.,
the variance of the sample mean of DMt h+ ), which can simply be
obtained as the HAC robust t− statistic from a regression of DMt h+ on a
constant.13 Note that the DMt h+ sequences in (7) and (8) are set up so
that a rejection of the null hypothesis of equal forecast performance in
favour of the right tailed alternative hypothesis implies that the LOP
produces ‘better’ forecasts than the benchmark, that is, εt h t+ |

BM has on
average a larger variance than εt h t+ |

LOP , or p πln ( * | )t h t+ LOP, is on average
larger than p πln ( * | )t h t+ BM, . The null hypothesis is that there is no
difference between the LOP and BM forecasts.

Table 1 presents the inflation forecast evaluation results of the LOP
relative to the benchmarks that use data from 1992:Q1 onwards.14

Columns 1–5 in Table 1 show the prediction model that is used,
followed by the p-values corresponding to the 4 tests of independence

and uniformity of the PITs. Non-rejections of the null hypothesis of
either independence or uniformity at the 10% level are reported in
boldface. Columns 6 and 7 report the log scores as well as the root
mean squared errors. The p- values of the one sided (upper tail) tests
for the density, respectively, the point forecasts are reported in the last
two columns. Any p-values lower than 0.10 are marked in boldface and
indicate that the null hypothesis of equal forecast accuracy can be
rejected at the 10% level. From the independence and uniformity test
results in Table 1, we can see that the LOP forecasts pass 3 of the 4
calibration tests for the nowcasts (h=1), and the AD and χ2 tests for
goodness-of-fit for h > 1. The IMA(1), AR(1), AR(3), and AR(4)
forecast pass all 4 tests at h=1. In general, we cannot conclude from
these results whether the forecast densities from the LOP do signifi-
cantly better or worse than those of the benchmark models.

Looking over the log-scores and the root mean squared errors, we
can see that the two low order AR models produce consistently the
highest log-score for all 4 forecast horizons that are considered. They
also dominate based on the lowest RMSE, with the LOP producing the
lowest value only for h=1 (the nowcast). This rather poor forecast
performance, particularly against the AR based models, is also reflected
in the DM test p-values for the density and point forecasts, which are
rather large, producing only one value of less then 10% for the 8 step
ahead comparison against the IMA(1) benchmark model. Overall, we
can conclude that forecasts from the linear opinion pool do not add any
predictive precision over some standard time series benchmark models
that condition on the same structural break information.

We now also compare the LOP's forecast to the benchmarks that
use the entire inflation series starting in 1981:Q2 for the estimation,
and thus do not condition upon the structural break information. These
results are presented in Table 2. We can see that the LOP outperforms
the benchmarks using both, the log-score of the density forecasts as
well as the RSME of the point forecast metrics for all forecast horizons
that we analyse. The DM test results corresponding to the various
hypothesis are noticeably improved, often rejecting the null hypothesis
of equal forecast performance in favour of the LOP. Note that the linear
opinion pool considers all possible structural breaks from the begin-
ning of the series until 1992:Q1, while under the current benchmark
specification, the benchmark models do not. The biggest forecast
advantage of the linear opinion pool model is thus mainly due to the
conditioning on the structural break information, with the averaging
over the various VAR specifications and output gap estimates being of
less importance.

Fig. 3. LOP inflation nowcasts with 50/80/95% CIs (realized inflation superimposed in red). (For interpretation of the references to color in this figure legend, the reader is referred to
the web version of this article.)

12 A higher value in the log-score indicates a better forecast. Point forecasts are the
conditional means of the forecast densities.

13 We use a Newey and West (1987) HAC variance estimator and set the bandwidth
parameter equal to h − 1 (see also Patton and Sheppard (2015), Prokopczuk et al. (2016)
who use the same bandwidth setting strategy).

14 Note that the evaluation period is reduced in length when the forecast horizon is
larger than (h=1). Hence, any comparisons between models are only valid within the
same forecast horizon.
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4.2. Model space reduction

Which output gap estimates are most important in the LOP's
forecast? To addresses this questions, we show plots of the LOP
weights of the various VARs using one particular output gap estimate
for the 4 different forecast horizons in Fig. 4. Each band represents the
sum of the weights of the 176 VAR specifications (number of lags times
number of structural breaks, keeping the output gaps the same) for
every quarter in the evaluation period. For forecast horizons h=1,2, the
VARs using the quadratic trend method dominate, suggesting that
these produce the best inflation forecasts over the training period. For
longer forecast horizons h=4,8, no single output gap estimate dom-
inates the LOP's weighting structure.

The dominance of certain model specifications in the linear opinion
pool's forecast poses the question whether the removal of any
‘extremely poor’ specifications from the model space could improve
the LOP's inflation forecasts. Extremely poorly specified models can
impair the approximation of the true forecast densities. To examine
this, we reduced the model space along all dimensions, that is, along

the output gap estimates, the number of lags and structural breaks,
including reductions down to single VAR specifications, and evaluated
these forecasts. However, none of these reduction strategies led to any
significant improvement of the LOP's forecasts. The fact that the
univariate benchmark models provide equally as good inflation fore-
casts as the LOP leads to the sobering conclusion that none of the
output gap estimation methods that are regularly employed at policy
institutions provide any information that can significantly improve
real-time forecasts of inflation.15

4.3. Output gap nowcasts

In the top and bottom panels in Fig. 5, the output gap nowcast
densities for 2009:Q1 of the 1056 individual VAR specifications and a
few select LOP nowcasts are plotted. The very narrow and high

Table 1
Swiss inflation forecast statistics, LOP compared to benchmarks using data from 1962:
Q1 data.

Prediction model LR AD χ2 LB LOGSC RMSE DM-D DM-P

Forecast horizon h=1
LOP 0.19 0.09 0.19 0.42 −1.6319 1.1583*

IMA(1) 0.46 0.16 0.30 0.50 −1.6963 1.2829 0.30 0.20
AR(1) 0.39 0.00 0.20 0.38 −1.6200 1.1653 0.87 0.93
AR(2) 0.06 0.07 0.11 0.39 −1.6154* 1.1680 0.80 0.91
AR(3) 0.85 0.18 0.19 0.81 −1.6258 1.2429 0.93 0.34
AR(4) 0.55 0.24 0.23 0.83 −1.6393 1.2576 0.92 0.30
AVG2Y 0.89 0.01 0.05 0.65 −1.7123 1.2779 0.22 0.19

Forecast horizon h=2
LOP 0.41 0.20 −1.6440 1.1244
IMA(1) 0.47 0.23 −1.7391 1.1524 0.37 0.82
AR(1) 0.10 0.27 −1.6391* 1.0988* 0.95 0.80
AR(2) 0.30 0.61 −1.6503 1.1107 0.93 0.88
AR(3) 0.37 0.51 −1.6434 1.1752 0.99 0.57
AR(4) 0.19 0.53 −1.6632 1.2031 0.80 0.41
AVG2Y 0.49 0.77 −1.7873 1.2371 0.17 0.40

Forecast horizon h=4
LOP 0.54 0.14 −1.7398 1.2434
IMA(1) 0.92 0.59 −1.8691 1.3102 0.48 0.75
AR(1) 0.32 0.30 −1.6833* 1.1747* 0.64 0.71
AR(2) 0.89 0.65 −1.7295 1.2099 0.92 0.81
AR(3) 0.40 0.74 −1.7390 1.2627 0.99 0.88
AR(4) 0.54 0.65 −1.7161 1.2280 0.80 0.91
AVG2Y 0.84 0.54 −1.9375 1.4478 0.25 0.40

Forecast horizon h=8
LOP 0.36 0.19 −1.6860 1.2055*

IMA(1) 0.27 0.85 −1.7943 1.3527 0.02 0.48
AR(1) 0.08 0.24 −1.6465 1.2434 0.58 0.56
AR(2) 0.12 0.23 −1.6275* 1.2164 0.47 0.89
AR(3) 0.12 0.25 −1.6375 1.2253 0.60 0.82
AR(4) 0.08 0.22 −1.6506 1.2466 0.62 0.52
AVG2Y 0.27 0.04 −1.8946 1.6214 0.46 0.38

LR, AD, χ2 and LB are the tests for goodness-of-fit and independence of the PITs. Non-
rejection of the corresponding null hypothesis of the tests, where the p-value is larger or
equal to 10% are in bold. Under the headings Log-score and RMSE, the average of the
logarithmic score of the density forecasts and the root mean squared error of the point
forecasts are reported. DM-D and DM-P show (one-sided) p-values of the Diebold and
Mariano (1995) test for equal predictive performance of the density and point forecasts
of the LOP against the considered benchmark models. A rejection of the null-hypothesis
(p-values less than 10%) are in bold.

* The highest log-score and lowest RMSE for each forecast horizon are marked with an
asterisk.

Table 2
Swiss inflation forecast statistics, LOP compared to benchmarks using data from 1981:
Q2 data.

Prediction model LR AD χ2 LB LOGSC RMSE DM-D DM-P

Forecast horizon h=1
LOP 0.19 0.09 0.19 0.42 −1.6319* 1.1583*

IMA(1) 0.32 0.67 0.12 0.21 −1.7338 1.3238 0.15 0.16
AR(1) 0.26 0.26 0.12 0.11 −1.8376 1.6024 0.02 0.00
AR(2) 0.85 0.52 0.16 0.33 −1.7434 1.4963 0.07 0.02
AR(3) 0.19 0.86 0.23 0.41 −1.7157 1.4049 0.20 0.04
AR(4) 0.42 0.84 0.21 0.37 −1.7108 1.4263 0.24 0.04
AVG2Y 0.13 0.01 0.01 0.36 −1.7055 1.2779 0.26 0.19

Forecast horizon h=2
LOP 0.41 0.20 −1.6440* 1.1244
IMA(1) 0.02 0.06 −1.7426 1.1206* 0.22 0.97
AR(1) 0.00 0.00 −1.8461 1.4130 0.03 0.02
AR(2) 0.09 0.03 −1.7899 1.4186 0.06 0.03
AR(3) 0.41 0.03 −1.7742 1.3948 0.13 0.05
AR(4) 0.04 0.04 −1.8043 1.4544 0.09 0.02
AVG2Y 0.37 0.50 −1.7485 1.2371 0.09 0.40

Forecast horizon h=4
LOP 0.54 0.14 −1.7398* 1.2434*

IMA(1) 0.03 0.04 −1.8811 1.3574 0.04 0.61
AR(1) 0.00 0.00 −1.9748 1.5787 0.00 0.03
AR(2) 0.04 0.01 −1.9034 1.4635 0.00 0.11
AR(3) 0.25 0.01 −1.9167 1.4933 0.00 0.03
AR(4) 0.14 0.01 −1.9358 1.5586 0.00 0.03
AVG2Y 0.89 0.66 −1.8704 1.4478 0.33 0.40

Forecast horizon h=8
LOP 0.36 0.19 −1.6860* 1.2055*

IMA(1) 0.21 0.05 −1.9636 1.3709 0.00 0.55
AR(1) 0.00 0.00 −2.0203 1.7060 0.10 0.23
AR(2) 0.02 0.00 −1.9350 1.4721 0.09 0.29
AR(3) 0.00 0.00 −1.9783 1.6000 0.08 0.17
AR(4) 0.00 0.00 −2.0060 1.6885 0.12 0.22
AVG2Y 0.80 0.10 −1.9137 1.6214 0.33 0.38

LR, AD, χ2 and LB are the tests for goodness-of-fit and independence of the PITs. Non-
rejection of the corresponding null hypothesis of the tests, where the p-value is larger or
equal to 10% are in bold. Under the headings Log-score and RMSE, the average of the
logarithmic score of the density forecasts and the root mean squared error of the point
forecasts are reported. DM-D and DM-P show (one-sided) p-values of the Diebold and
Mariano (1995) test for equal predictive performance of the density and point forecasts
of the LOP against the considered benchmark models. A rejection of the null-hypothesis
(p-values less than 10%) are in bold.

* The highest log-score and lowest RMSE for each forecast horizon are marked with an
asterisk.

15 In Section 5 we try to shed more light on the linear opinion pool's disappointing
forecasting performance for Swiss inflation data, focusing in particular on revisions to
our inflation measure, the Swiss GDP deflator series. In Section 5.2, we repeat our
forecasting exercise using US data to verify the model and the code.
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densities shown in Panel (a) belong to VAR(4) models using the BK and
CF output gap estimates. These two band-pass filter based methods
produce rather smooth output gap estimates, which can be well fitted
with an AR(4) model. The weighted combinations of the individual
densities make up the LOP's nowcast densities, which are shown in
Panel (b) of Fig. 5. Note that many of the densities are neither normal
nor symmetric, highlighting the flexibility of the LOP's forecast density.
In fact, it is rather unusual to see such pronounced multi-modality, in
particular for the densities for the 2003:Q1 to 2006:Q1 horizons.

Finally, we show a plot of the probability of the output gap nowcast
density from the LOP being negative over the evaluation period in
Fig. 6. This quantity is computed as the cumulative sum up to the value

of zero of the nowcast density at the time period of interest. From the
plot in Fig. 6 we can see that the probability of the LOP output gap
nowcast is higher than 50% when the conditional mean (the point
forecast) is above zero.

4.4. Output gap revisions

It is well known that real-time based estimates of the output gap are
not particularly reliable in practice (see for example Orphanides and
van Norden (2002) for the US, and Marcellino and Musso (2011) for
the Euro area). There are three main issues that complicate the real-
time measurement of the output gap. First, real-time data that are used

Fig. 4. Cumulative LOP weights of VARs for all output gap estimates (various forecast horizons).
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for estimation are often revised in later periods. Second, data released
in subsequent quarters provide additional information on the trend
component of output, and thus change the estimation of the output
gap. Third, the availability of new or revised data increase the need to
revise the prediction model used for forecasting. All three of these
affect the linear opinion pool's forecasts. Revisions and additions to the

real GDP and the GDP deflator series change the univariate output gap
estimates and the inflation series that enter into the VARs. This in turn
affects the weighting of the individual models in the LOP.

In this section we want to analyse whether the LOP provides a more
reliable estimate of the output gap than the individual output gap
estimates themselves. Our analysis is thus in the spirit of Marcellino

Fig. 5. Output gap nowcast densities.

Fig. 6. Probability of negative estimate based on LOP output gap nowcasts (in percent).
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and Musso (2011), who test whether the averaging of output gap
estimates for the Euro area improves its reliability. We define a reliable
output gap estimate as one where the real-time estimate shows little
difference to the estimate with revised and newly available data. The
real-time estimate should deviate as little as possible from the more
correct estimate that can be made in hindsight. In our reliability
analysis we will focus on point estimates of the output gap. Whether
pooling improves measures of output gap uncertainty or variability is
not assessed. The methodology we use in our reliability analysis follows
closely the one pioneered by Orphanides and van Norden (2002).

In line with the above logic, the best estimate of the output gap is

the one calculated from the final vintage dataset in 2015:Q3. We
calculate all univariate output gap estimates with this final vintage and
use it as an input in the recursive estimation of the LOP. The inflation
series that constitutes the LOP's forecast target, and which is used in
the estimation of the bivariate VARs, is also taken from the final
vintage data. The result is a LOP output gap nowcast series over the
evaluation period that was estimated with final vintage data, ie., the
LOP's ‘final’ output gap estimate. In total, we have seven final estimates
of the output gap; six from the univariate output gap estimation
methods, and one from the LOP.

In addition to using the ‘final’ output gap estimate, we want to

Fig. 7. Final, Pseudo real-time and real-time output gap estimates.
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disentangle the effects of data revisions and newly available data on the
estimates. To do that, we construct ‘pseudo real-time’ estimates of the
output gap. That is, we take the final vintage data to estimate the
univariate output gaps recursively over time. The resulting pseudo real-
time output gap vintages are then used as inputs in the LOP, which are
also estimated recursively. Although these pseudo real-time output gap
estimates ignore the data available in subsequent periods, they do
remove the effect from later revisions to the data up to the point in time
that is referred to as ‘real-time’. Note here again that these real-time
and pseudo real-time univariate output gap estimates are the nowcasts.

Fig. 7 shows the real-time, pseudo real-time and final output gap
estimates of the six univariate methods and the LOP. As can be seen,
there are substantial differences between the three series for some of
the output gap construction methods. In particular, in the years before
the financial crisis, trend output is overestimated by the real-time
series. Conversely, trend output is underestimated in the years follow-
ing the downturn. The pseudo real-time series is closer to the real-time
series than to the final series for most estimates, suggesting that data
revisions are of comparatively minor importance to output gap revi-
sions. However, this does not seem to hold for the LOP's estimate. It
can also be seen that especially after the financial crisis downturn, the
pseudo real-time series are considerably closer to the final series for 4
of the methods. Note that the revisions to the capacity utilization based
estimate are small since the underlying data come from a survey and
are therefore not revised. The mean of the capacity utilization series
and the variance of the HPFC output gap series, which are used to scale
the capacity utilization series, only change marginally (see the
Appendix A for details on the construction). Since capacity utilization
is forecasted one-step ahead, the revision also includes the forecast
error. To complement the visual information contained in Fig. 7, we

also report, but without any discussion, some summary statistics of the
real-time, pseudo real-time and final output gap series in Table 3.

The difference between the final and the real-time, respectively, the
pseudo real-time series, gives us the total revision in the output gap at
each point in time. Recall that the final series is our best ‘estimate’ of
the output gap, and therefore a smaller difference indicates a better
real-time estimate. The difference between the final and the pseudo
real-time series is the total revision to the output gap minus the effect
of data revisions, that is, the knowledge of hindsight. The difference,
ie., the (Final – Real-time) and (Final – Pseudo real-time) revision
series are plotted in Fig. 8 for the output gap estimates of the six
univariate methods and the LOP. In Table 4, we show corresponding
summary statistics. In Table 4 we also report p-values from a DM test
that is analogous to the one performed for the inflation point forecasts
defined in (7). This is denoted again by DM-P in the last column of
Table 4. The error terms in the DM sequence are defined relative to the
(Final – Real-time) and (Final – Pseudo real-time) ‘true values’, where
the DM sequence is set up as in (7), so that a rejection of the null
hypothesis implies that the nowcast errors of the benchmark model are
on average larger than those from the LOP.

As a last check, we compute a number of reliability indicators for all
output gap estimation methods as in Orphanides and van Norden
(2002) and Marcellino and Musso (2011). These results are reported in
Table 5. The column with the heading Corr reports the correlation
between the final and the real-time, respectively, the pseudo real-time
series. The proportion of quarters where the two series have equal signs
is reported under the Eq.Sign column. The last two columns report
proxies for the noise-to-signal ratio in the real-time estimates. NS
denotes the ratio of the standard deviation of the difference of the
revision series, ie., (Final – Real-time), respectively (Final – Pseudo
real-time), and the standard deviation of the final series. NSR is the
ratio of the root mean square of the revision series and the standard
deviation of the final series. NSR captures the effect of persistent
upward or downward revisions. NSR and NS are equivalent when the
revision series has a zero mean.

As expected, and in line with the previous results we have reported
thus far, the capacity utilization based estimate of the output gap is
superior to the other estimates. It has the highest correlation with the
final series, the largest proportion of equal signs, as well as the lowest
noise level. The LOP output gap estimate occasionally produces ‘better’
indicators than the univariate detrending methods, in particular, a
lower noise-to-signal ratio. It is interesting to see that the quadratic
trend based method produces, after capacity utilization, the highest
correlation. With the exception of the (forecast-augmented) HP filter
and BK filter, data revisions do not cause substantial changes in the
reliability indicators. The Eq.Sign indicator appears to be the most
affected one. This is somewhat surprising, as it is known that revisions
to real GDP can be quite sizable. However, data revisions being of
minor importance for ‘output gap revisions’ is a known and common
finding in the literature (see for example Orphanides and van Norden,
2002; Marcellino and Musso, 2011).

From the DM test p-values reported in the last column of Table 4 we
can see that the improvement from using the LOP over the individual
univariate output gap measures is overall not statistically significant.
Only in two instances is the null of equal nowcast accuracy rejected, that
is, for the Christiano-Fitzgerald (CF) and Capacity Utilization (CAP)
based output gaps, where the ‘true’ value of the output gap is the Pseudo
real-time estimate defined earlier. Examining more closely why these two
rejections are realised, we can see that for the CAP based output gap, the
rejection of the null hypothesis is driven mainly by its low variance
estimate (see the Std.dev column), and much less by differences in the
size of the means of the two output gaps. For the CF based output gap on
the other hand, the difference in the magnitude of the means is rather
substantial, while the variation in the series is quite small. This can be
seen from the rather average sized Std.dev values for both CF based
output gap estimates, while the mean value is substantially away from

Table 3
Summary statistics of real-time, pseudo real-time and final output gap estimates.

Data series Mean Std.dev Min Max

Linear Opinion Pool
Final −0.0692 1.1602 −2.3336 2.6304
Real-Time −0.0631 0.6607 −1.3195 1.5369
Pseudo Real-Time −0.0359 0.9315 −2.5838 1.5814

Quadratic Trend
Final 0.7130 2.0190 −3.6102 4.9117
Real-Time −0.0417 0.8237 −1.8397 1.5181
Pseudo Real-Time 0.1619 0.8544 −1.4644 1.9172

Hodrick-Prescott
Final −0.1391 1.2681 −2.3604 2.8764
Real-Time −0.1560 0.8865 −2.6075 1.2330
Pseudo Real-Time −0.0918 1.2545 −4.1533 1.6934

Forecast-Augmented Hodrick-Prescott
Final −0.1120 1.2713 −2.3605 2.8710
Real-Time −0.1418 0.6081 −1.3835 1.0816
Pseudo Real-Time −0.0343 0.8368 −1.9603 1.4483

Baxter-King
Final −0.0409 1.1841 −2.0434 2.9937
Real-Time −0.1030 0.5711 −1.3440 0.9555
Pseudo Real-Time −0.0041 0.8142 −2.1468 1.3382

Christiano-Fitzgerald
Final −0.0555 1.2376 −2.7341 2.7023
Real-Time 0.0678 0.7058 −1.6509 1.0184
Pseudo Real-Time 0.1662 0.9976 −2.6876 1.5735

Capacity Utilization
Final −0.2562 1.3225 −3.2184 2.2707
Real-Time −0.2590 1.1089 −2.9766 1.8883
Pseudo Real-Time −0.2904 1.2845 −3.5248 2.1630

Mean is the arithmetic mean, Std.dev the standard deviation, and Min and Max denote
the minimum and maximum values.
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the LOP's average of −0.0333 for the (Final – Pseudo real-time) entry.
Overall, we can conclude from our analysis that the LOP does not

provide any more reliable real-time output gap estimate than the
individual univariate methods, despite the inclusion of capacity utilization
in the model space of the LOP. Our findings is thus in line with that of
Marcellino and Musso (2011), who also fail to find an improvement in
reliability from averaging over a number of output gap estimates.16

5. Discussion of results and robustness checks

There are a variety of potential reasons for the relatively poor
performance of the linear opinion pool when applied to Swiss data. One
is that the relationship between inflation and the output gap is weak in
Switzerland. The short-run trade-off between inflation and output is

Fig. 8. Difference of Final and Pseudo real-time respectively Final and Real-time revision series.

16 It should be pointed out here that univariate models will in general be favoured
more than multivariate models in shorter samples, due to the smaller number of business
cycles over shorter sample periods. Utilizing a multivariate model to construct forecasts

(footnote continued)
may therefore negatively affected the forecast performance simply due to the fact that a
shorter sample period was used. We thank an anonymous referee for making this point
clear to us.
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known to be lower in countries with low average inflation such as
Switzerland (Mankiw et al., 1988). A second potential reason is that the
output gap estimates that we use could be inadequate for Switzerland,
failing to approximate the true unobserved output gap. Nevertheless,
since we use the most common univariate output gap construction
methods, with the LOP selecting the most adequate one, we consider
this reason to be unlikely. As we have seen in Section 4.4, we should
keep in mind here that output gap estimates are subject to rather large
revisions in subsequent periods, which suggests that sufficiently correct
estimates are not available in real-time. In addition to revisions to the
univariate output gap series, there are rather large revisions to the
Swiss GDP deflator data used in the construction of the inflation series.

5.1. Revisions to the GDP price deflator based inflation series

Fig. 9 shows quarterly inflation measurements for Switzerland
using the GDP price deflator series as defined in Section 3 to measure
inflation. Panel (a) shows the average absolute revision to the quarterly
inflation rate for revision horizons from 1 to 40 quarters after the initial
measurement. The quarters that we look at are from 1992:Q1 to
2015:Q3. Quarters before 1992:Q1 are ignored, as they exhibit
significantly higher inflation rates. The average absolute revision starts
at around 0.7 percentage points and then decreases significantly to
about 0.28 percentage points after 8 quarters. Revisions remain
sizable, nevertheless, at around 0.15 percentage points even 40 quarter
after the initial measurement. Note that the standard deviation of the
final inflation vintage over the same time period is only 1.15%.

In Panel (b) of Fig. 9, we display the range of maximum and
minimum inflation values reported for the quarters from 1997:Q4 to
2013:Q3 for all vintages.17 The darker band represents the span
ignoring the original measurement and the first 7 revisions, thereby
takes into account only the LOP's inflation target and the revisions that
follow. Not only is the span very large, especially when contrasted with
the standard deviation of the final inflation vintage (dark green line),
but the maximum and minimum inflation rates reported have opposite
signs for a large number of quarters.18

In order to gauge the effect of data revisions on the inflation
forecast performance, we also estimate two additional linear opinion
pool specifications. The first one uses the pseudo real-time vintages for
the estimation of the univariate output gaps as well as for inflation,
while the second one uses instead the final vintage for the estimation of
the univariate output gaps (with inflation still estimated on the pseudo
real-time vintages). Both specifications provide overall better inflation
forecasts, however the second specification does not improve upon the
first. This suggests that using the more ‘correct’ final output gap
estimates instead of the pseudo real-time ones does not improve the
inflation forecasts. The univariate benchmarks estimated with the
pseudo real-time vintages for inflation offer improvements of an order
of magnitude that is similar to the two LOP specifications.

5.2. Results based on US data

Given the rather disappointing performance of the LOP forecasting

Table 4
Summary statistics of the difference series.

Difference series Mean Std.dev Min Max DM-P

Linear Opinion Pool
(Final – Real-time) −0.0060 0.7287 −2.0594 1.5216 —

(Final – Pseudo real-time) −0.0332 0.6850 −1.4991 1.5687 —

Quadratic Trend
(Final – Real-time) 0.7547 1.2941 −2.0907 3.4860 0.48
(Final – Pseudo real-time) 0.5510 1.3171 −2.2146 3.1527 0.20

Hodrick-Prescott
(Final – Real-time) 0.0168 0.9406 −1.8191 2.6225 0.74
(Final – Pseudo real-time) −0.0472 1.0863 −2.0839 2.7072 0.76

Forecast-Augmented Hodrick-Prescott
(Final – Real-time) 0.0298 0.7993 −1.6315 1.9311 0.46
(Final – Pseudo real-time) −0.0776 0.8021 −1.7266 1.7391 0.24

Baxter-King
(Final – Real-time) 0.0621 0.7435 −1.2374 2.0382 0.29
(Final – Pseudo real-time) −0.0367 0.7535 −1.4688 1.9350 0.12

Christiano-Fitzgerald
(Final – Real-time) −0.1233 0.7414 −1.5042 1.8561 0.39
(Final – Pseudo real-time) −0.2218 0.7601 −1.6929 1.8096 0.06

Capacity Utilization
(Final – Real-time) 0.0027 0.4567 −1.2658 1.0865 0.16
(Final – Pseudo real-time) 0.0341 0.4331 −0.9743 1.2311 0.08

Mean is the arithmetic mean, Std.dev the standard deviation, and Min and Max denote
the minimum and maximum values. DM-P shows (one-sided) p-values of the Diebold
and Mariano (1995) test for equal output gap nowcasts (one-step-ahead forecasts) of the
LOP against the considered benchmark models. A rejection of the null-hypothesis (a p-
value of less than 10%) is marked in bold.

Table 5
Reliability indicators of the output gap estimates.

Compared series Corr Eq.Sign NS NSR

Linear Opinion Pool
Final vs. Real-time 0.8163 0.8461 0.6280 0.6220
Final vs. Pseudo real-time 0.8070 0.7500 0.5904 0.5854

Quadratic Trend
Final vs. Real-time 0.9260 0.7884 0.6409 0.7366
Final vs. Pseudo real-time 0.8902 0.8076 0.6523 0.7013

Hodrick-Prescott
Final vs. Real-time 0.6712 0.8269 0.7417 0.7347
Final vs. Pseudo real-time 0.6291 0.6538 0.8566 0.8492

Forecast-Augmented Hodrick-Prescott
Final vs. Real-time 0.8712 0.8076 0.6287 0.6230
Final vs. Pseudo real-time 0.7863 0.7307 0.6309 0.6278

Baxter-King
Final vs. Real-time 0.8690 0.8269 0.6279 0.6240
Final vs. Pseudo real-time 0.7765 0.6730 0.6363 0.6309

Christiano-Fitzgerald
Final vs. Real-time 0.8472 0.8076 0.5990 0.6015
Final vs. Pseudo real-time 0.7893 0.7307 0.6141 0.6340

Capacity Utilization
Final vs. Real-time 0.9444 0.9038 0.3453 0.3420
Final vs. Pseudo real-time 0.9452 0.9038 0.3275 0.3253

Corr is the correlation between the Final and the Real-time, respectively, Pseudo real-
time series. Eq.Sign gives the proportion of quarters where the two compared series have
equal signs. NS denotes the ratio of the standard deviation of the revision series, ie., Real-
time or Pseudo real-time to that of the Final series. NSR refers to the ratio of the root
mean square of the revision series (Real-time or Pseudo real-time) to the standard
deviation of the Final series.

17 Quarters after 2013:Q3 are ignored since they have less than 8 reported revisions.
18 One might argue here that a CPI based measure of inflation is less prone to data

revisions than the GDP deflator based definition for Switzerland. We in fact did analyse a
CPI based inflation measure and found that revisions for the first few quarters were
indeed lower at around 0.4 percentage points. Nevertheless, after 8 quarters, the
magnitude was at 0.25 percentage points, thus, similar in size to the GDP deflator based
measure. Recall that we use a revision horizon r=8 quarters, so that smaller revisions in
earlier quarters are irrelevant in our analysis. With the CPI based measure of inflation,
revisions 40 quarters after the first measurements had the same magnitude of 0.15
percentage points. Note that the primary goal of our LOP ensemble forecasting approach
is to nowcast the domestic output gap. Due to this, we view the GDP deflator based
inflation measure to be the more appropriate price index to be used, as the CPI will be
influenced by prices of imported goods and services as well.
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methodology in our application to Swiss data, we perform a last
robustness check in our analysis to obtain a better understanding of
where the model fails in relation to results that are already known in
the literature, that is, the study by Garratt et al. (2014). For that
purpose, we obtain real-time data for the US as in Garratt et al. (2014),
and repeat our analysis as closely as possible to theirs. In order to avoid
unnecessary repetition of the full details of the replication analysis that
we implement, we summarize our main results below and offer a full
and detailed description of the replication in Appendix A.2.

Our replication results of the Garratt et al. (2014) study on US data
can be summarized as follows. First, Garratt et al. (2014) do not use
benchmark models that condition on the same structural break
information as the LOP. When structural break information is not
adequately incorporated into the benchmarks, then our replication
results confirm the finding of Garratt et al. (2014) that the LOP
generates significant forecast improvements in terms of density as well
as point forecasts over the standard time series models that are used as
benchmarks. However, once we condition on the same structural break
information as the LOP, using again the same time series benchmark
models, the superiority of the LOPs forecasts are substantially reduced,
producing weakly superior forecasts only over some of the benchmark
models that are used. Therefore, similar to our finding for Swiss data,
the structural break information explicitly contained in the LOPs model

space is considerably more important for the forecast performance of
the model than the linear opinion pool's averaging across the various
output gap measures and/or the different lag length specifications of
the VAR Phillips Curve relations of the individual models.

Second, examining the size of revisions to the US inflation series
used in the VAR specification reveals that these are of a substantially
lower magnitude than for the Swiss data that we utilize. For instance,
revisions to the GDP price deflator based inflation definition are still
around 0.1 percentage points, even 40 quarters after the initial
measurement. For the US dataset, the size of the very first revision is
only about 0.1 percentage points, dropping to less than 0.05 percentage
points 14 quarters after the initial measurement. Some of the better
forecast performance of the LOP for the US data set is therefore also
due to much less uncertainty about the inflation measure that is used in
the model. The overall variability in the output gap nowcasts for the US
appears to be similar to what we saw for the Swiss series.

In summary, it can be concluded here that the use of benchmark
models that do not condition on the same structural break information
as the LOP, together with a less variable inflation measure, are the two
key factors that lead to an overall better forecast performance in the
Garratt et al. (2014) application to US data.

Fig. 9. Revisions to quarterly Swiss inflation.
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6. Conclusions

We implement the recently prosed linear opinion pool ensemble
forecasting methodology of Garratt et al. (2014) to estimate the output
gap for Switzerland using real-time data. The linear opinion pool
aggregates information over a large model space that allows for
different measurements of the output gap, lag structures in the VAR
specification of the individual models, as well as structural breaks. We
assess the performance of the linear opinion pool by examining how
well it forecasts inflation, and how large ex post revisions to the
estimates of the output gap are relative to the univariate output gap
estimates.

We find that the linear opinion pool performs rather poorly in our
application to Swiss data. Not only does the model fail to produce real-
time output gap estimates that are more accurate than those from some
simple benchmark models, it also fails to improve forecasts of inflation.
We find further that the key driver behind the forecast performance of
any of the models that we employ in our analysis is structural break
information. Once all models that are used in our analysis condition on

the same structural break information, the gain from averaging over
many different pools or ensembles of models using various output gap
estimates or lag orders in the VAR disappears. We show in our
replication of the Garratt et al. (2014) results that this is also the case
for US data.

Another factor that contributes to the poor performance of the
linear opinion pool applied to Swiss real-time data are rather large
revisions in the GDP price deflator series used to construct the inflation
measure for the individual VAR models. The magnitude of such
revisions can still be around 0.2 percentage points even eight quarters
after the initial release. This introduces additional uncertainty into the
variables needed to construct the forecasts.

Disclaimer

The opinions expressed in this article are the sole responsibility of
the authors and should not be interpreted as reflecting the views of
Sveriges Riksbank.

Appendix A

This appendix provides additional information on the construction of the output gap measures as well as details of the replication of the LOP
forecasting approach of Garratt et al. (2014) as applied to US data.

A.1. Output gap estimation methods

All output gap estimates are calculated recursively using successive vintages of real-time data. The filters are applied to the logarithm of real
GDP.

1) Quadratic trend (QT): The quadratic trend is estimated from the regression:

β β t β t εln(GDP) = + + + .t t0 1 2
2

(A.1)

The fitted residuals ε{ }t t
T
=1 from this regression are then used as the quadratic trend based estimate of the output gap.

2) Hodrick-Prescott filter (HP). In the HP filter implementation, we follow standard practice for quarterly GDP data and set the smoothing
parameter λ to 1600 as recommended by Hodrick and Prescott (1997).

3) Forecast augmented Hodrick-Prescott filter (HPFC). Since the HP filter is a two-sided filter, it relates the value of the trend to future and
past observations. Moving towards the end of a finite sample of data, the HP filter becomes progressively more one-sided with the mean squared
error (MSE) of trend and cycle increasing, and the estimates ceasing to be optimal in a MSE sense. We therefore follow Mise et al. (2005) and try
to mitigate this loss near the end of the sample, by extending the series with forecasts generated by a univariate AR(8) model in output growth.
We deliberately select a high order AR model to ensure that no important lags are omitted, which means that we favour unbiasedness over
efficiency when estimating the AR models.

4) Forecast-augmented Baxter-King filter (BK). We also consider the Band Pass Filter suggested by Baxter and King (1999). We define the
cyclical component to be fluctuations lasting no fewer than six and no more than 32 quarters (the business cycle frequencies indicated by Baxter
and King (1999)) and set the truncation parameter (the maximum lag length) to three years. As with the HP filter, we augment the sample with
AR(8) forecasts in order to fill in output gap observations which are lost at the end of the sample due to truncation (see also Watson (2007) for a
review of band-pass filtering methods).

5) Forecast-augmented Christiano-Fitzgerald filter (CF). Christiano and Fitzgerald (2003) propose an optimal finite-sample approximation
to the band-pass filter without explicitly having to model the data. Their approach implicitly assumes that the series is captured reasonably well
by a random walk model, and if there is a drift present, it can be approximated by the average growth rate over the sample.

6) Industry capacity utilization (CAP). We use a quarterly series of capacity utilization in the Swiss manufacturing industry from a business
tendency survey conducted by the KOF Swiss Economic Institute. The series contains values between 50 and 110, which represent the
percentage of capacity utilized in the Swiss economy. The output gap series yt

CAP is constructed as:

y
μ

σ
σ=

(CAP − )
×t

t
y

CAP CAP

CAP
HPFC

(A.2)

where CAPt is the capacity utilization series, μCAP and σCAP the mean and standard deviation, and σ yHPFC is the standard deviation of the output
gap series calculated with the forecast-augmented Hodrick-Prescott filter. The resulting output gap estimate is zero mean, with the same scale as
the HPFC based output gap measures. The implicit assumption here is that there is an average level of capacity utilization over the length of the
series, which corresponds to a zero output gap. This is a common assumption in the literature, however, it only holds under the condition that
there are no time-varying structural changes in the manufacturing sector (Köberl and Lein, 2011). Note that the transformation
(standardisation) of the yt

CAP series above is of no consequence for the estimation of the VAR models.
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A.2. Replication of Garratt et al. (2014) on US data

The linear opinion pool model space we use for nowcasting the Swiss output gap closely resembles the one used by Garratt et al. (2014) for
nowcasting the US output gap. The overall conclusion from their LOP implementation is that superior forecasts of US inflation are obtained. In this
section, we reproduce the results of Garratt et al. (2014) using the same US data vintages, LOP and benchmark models.

We obtain (real-time) US real GDP and GDP deflator data from the Federal Reserve Bank of Philadelphia's Real-Time Data Set for
Macroeconomists website. We limit the data to the same time span as in Garratt et al. (2014), namely from 1954:Q3 to 2010:Q2. The first vintage
we use is v=1985:Q4 and the last v = 2010: Q2. The minimal training period is set to κ=20. Following Clark and McCracken (2010), the revision
horizon is set to 1 quarter (r=1).19 The start of the evaluation period is set to τ v κ r h h= + + + − 1 = 1990: Q4 + and the end to
τ v h r h= − − = 2010: Q1 − .

A structural break is introduced for every quarter from the start of the data in 1954:Q3 up to 1981:Q1. That leaves at least 15% of the in-sample
data for the estimation of the VAR models. The number of lags is varied between 1 and 4. The detrending methods used are the Quadratic trend
(QT), Hodrick-Prescott filter (HP), forecast-augmented Hodrick-Prescott filter (HPFC), Christiano-Fitzgerald filter (CF) and Baxter-King filter (BK),
with the last two forecast-augmented (see Appendix A.1). Note that for simplicity, we only use 5 of the 7 detrending methods employed by Garratt
et al. (2014).

A.2.1. Inflation forecast performance
We use the same benchmark models as in our application for Switzerland. We first compare the LOP's forecast performance to the benchmarks,

which use the entire inflation series starting in 1954:Q3 for the estimation. This is in fact also how Garratt et al. (2014) estimate the benchmark
models in their analysis.20 Five of the six univariate benchmark models are the same as utilized by Garratt et al. (2014). These are IMA(1), and

Table A1
US inflation forecast evaluation results of LOP relative to benchmarks without structural breaks.

Prediction model LR AD χ2 LB Log-score RMSE DM-D DM-P

Forecast horizon h=1
LOP 0.45 0.40 0.28 0.21 −1.3250* 0.8692*

IMA(1) 0.02 0.38 0.00 0.03 −1.4411 0.9118 0.00 0.27
AR(1) 0.01 0.03 0.00 0.00 −1.5566 1.0528 0.00 0.02
AR(2) 0.01 0.03 0.00 0.02 −1.4614 0.9625 0.00 0.01
AR(3) 0.01 0.11 0.00 0.02 −1.4371 0.9276 0.00 0.07
AR(4) 0.00 0.22 0.00 0.02 −1.4225 0.9048 0.00 0.19
AVG1Y 0.01 0.76 0.00 0.02 −1.4252 0.8712 0.02 0.96

Forecast horizon h=2
LOP 0.44 0.22 −1.3711* 0.9086*

IMA(1) 0.01 0.02 −1.5123 0.9497 0.00 0.40
AR(1) 0.00 0.00 −1.7306 1.1760 0.00 0.00
AR(2) 0.00 0.01 −1.5389 1.0283 0.00 0.04
AR(3) 0.01 0.01 −1.5045 0.9847 0.00 0.14
AR(4) 0.01 0.01 −1.4845 0.9513 0.01 0.35
AVG1Y 0.00 0.01 −1.5153 0.9405 0.01 0.62

Forecast horizon h=4
LOP 0.05 0.01 −1.5325* 1.0267
IMA(1) 0.00 0.01 −1.6332 0.9995* 0.19 0.68
AR(1) 0.00 0.00 −1.9017 1.3810 0.00 0.00
AR(2) 0.01 0.00 −1.6852 1.0780 0.02 0.34
AR(3) 0.02 0.00 −1.6373 1.0326 0.11 0.91
AR(4) 0.00 0.00 −1.5967 1.0136 0.30 0.79
AVG1Y 0.03 0.03 −1.7382 1.2290 0.02 0.04

Forecast horizon h=8
LOP 0.00 0.00 −1.6973* 1.2643
IMA(1) 0.02 0.01 −1.8329 1.1904* 0.15 0.60
AR(1) 0.00 0.00 −2.0543 1.7280 0.00 0.03
AR(2) 0.00 0.00 −1.8645 1.3186 0.01 0.45
AR(3) 0.00 0.00 −1.8139 1.2505 0.06 0.85
AR(4) 0.00 0.00 −1.7683 1.2085 0.26 0.50
AVG1Y 0.00 0.00 −1.8697 1.2758 0.02 0.95

LR, AD, χ2 and LB are the tests for goodness-of-fit and independence of the PITs. Non-rejection of the corresponding null hypothesis of the tests, where the p-value is larger or equal to
10% are in bold. Under the headings Log-score and RMSE, the average of the logarithmic score of the density forecasts and the root mean squared error of the point forecasts are
reported. DM-D and DM-P show p-values of the Diebold and Mariano (1995) test for equal predictive performance of the density and point forecasts of the LOP against the considered
benchmark models. A rejection of the null-hypothesis (p-values less than 10%) are in bold.

* The highest log-score and lowest RMSE for each forecast horizon are marked with an asterisk.

19 As will become clear later on below, revisions to the US inflation series are of a much smaller order of magnitude. There is, therefore, no need to use a larger revision horizon.
20 We would like to thank Prof. Anthony Garratt for confirming this to us via email correspondence.
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AR(1) through to AR(4) models. We replace the random walk benchmark used in Garratt et al. (2014) with the one year moving average forecast
(AVG1Y).

Table A1 summarizes the forecast evaluation results relative to these benchmark models. The table is structured in the same way as the
corresponding table based on Swiss data in the main part of the paper. As we can see from these results, the LOP nowcast densities (h=1) pass all 4
of the calibration tests, while only some of the benchmarks pass at most one test. Moreover, both the log-score and the RMSE suggest that the LOP
is the best prediction model at forecast horizons h=1 (nowcasts) and h=2 in terms of the density as well as point forecasts that it generates. The LOP
remains the best density forecasting model for horizons 4 and 8 quarters ahead, with point forecasts dominated by the IMA(1). The 1 and 2 step
ahead density forecasts from the LOP are also significantly ‘superior’ to all benchmark models, as is indicated by the Diebold and Mariano (1995)
test's p-values being less than 5% for all comparisons. The results from the comparison of the point forecasts are somewhat weaker in the sense that
only against 3, respectively, 2 of the benchmark models significant improvements are realized. For longer horizons of 4 and 8 quarters ahead,
density forecasts from the LOP remain only significant relative to the AR(1), the AVG1Y and the AR(2), while point forecasts are superior to largely
the AR(1) only. From our forecast evaluation results, we can thus confirm the broad finding of Garratt et al. (2014) that there is merit in using the
LOP to construct forecast densities of inflation for the US.

To assess the impact of the structural break information on the forecast evaluation results, we now compare the LOPs forecast performance
against the same type of benchmarks that were used as the primary benchmark in the main text of the paper by again defining a structural break at
1981:Q1, and using only the remaining inflation series for the estimation of the benchmark models. These forecast evaluation results are reported in
Table A2. The LOPs forecast performance relative to the benchmarks that account for the structural break information is noticeably reduced. There
are 4 other benchmark models that pass all 4 goodness-of-fit and independence of the PITs tests at h=1. The 1 year moving average (AVG1Y)
benchmark produces the best inflation nowcasts (lowest log-score at h=1), although the LOP still produces the most accurate point forecasts at h=1
as well as the best density and point forecasts at h=2. For longer forecast horizons, higher order AR models and the 1 year moving average produce
consistently higher log-scores and lower RMSE, suggesting that these models perform better than the LOP. From the above comparison, it is clear
that the LOP does not provide the same dominating forecast performance as it does when compared to the benchmarks. Conditioning on the
structural break information appears to be more important than the LOP aggregation strategy that we employ, as even simple moving average type
models can provide rather good forecasts once the structural break information is accounted for.

Table A2
US inflation forecast evaluation results of LOP relative to the benchmarks allow for structural breaks.

Prediction model LR AD χ2 LB Log-score RMSE DM-D DM-P

Forecast horizon h=1
LOP 0.45 0.40 0.28 0.21 −1.3250 0.8692*

IMA(1) 0.45 0.41 0.59 0.39 −1.3349 0.9091 0.80 0.36
AR(1) 0.23 0.03 0.01 0.05 −1.4470 1.0372 0.04 0.02
AR(2) 0.67 0.03 0.42 0.18 −1.3903 0.9724 0.08 0.01
AR(3) 0.24 0.18 0.48 0.17 −1.3404 0.9247 0.64 0.09
AR(4) 0.40 0.13 0.51 0.25 −1.3541 0.9477 0.29 0.01
AVG1Y 0.57 0.67 0.61 0.30 −1.3182* 0.8712 0.86 0.96

Forecast horizon h=2
LOP 0.44 0.22 −1.3711* 0.9086*

IMA(1) 0.37 0.17 −1.4118 0.9693 0.46 0.33
AR(1) 0.01 0.00 −1.5729 1.1298 0.00 0.00
AR(2) 0.30 0.06 −1.4711 1.0429 0.06 0.03
AR(3) 0.17 0.11 −1.4184 0.9904 0.27 0.10
AR(4) 0.40 0.12 −1.4431 1.0233 0.08 0.02
AVG1Y 0.37 0.18 −1.3948 0.9405 0.67 0.62

Forecast horizon h=4
LOP 0.05 0.01 −1.5325 1.0267
IMA(1) 0.22 0.01 −1.5495 1.0643 0.89 0.78
AR(1) 0.00 0.00 −1.7328 1.2584 0.00 0.02
AR(2) 0.07 0.00 −1.5741 1.0687 0.39 0.42
AR(3) 0.29 0.02 −1.5122* 1.0223* 0.70 0.94
AR(4) 0.14 0.03 −1.5411 1.0402 0.86 0.80
AVG1Y 0.54 0.06 −1.6636 1.2290 0.11 0.04

Forecast horizon h=8
LOP 0.00 0.00 −1.6973 1.2643
IMA(1) 0.00 0.00 −1.8184 1.4338 0.50 0.49
AR(1) 0.00 0.00 −1.9259 1.5831 0.00 0.06
AR(2) 0.00 0.00 −1.7916 1.3279 0.03 0.42
AR(3) 0.07 0.00 −1.7159 1.2625* 0.74 0.98
AR(4) 0.14 0.01 −1.7368 1.2969 0.30 0.61
AVG1Y 0.14 0.04 −1.6803* 1.2758 0.89 0.95

This table has the same format as Table A1.
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A.2.2. Output gap nowcasts and revisions
Fig. A1 visualizes a selection of the LOP's output gap nowcast densities over the evaluation period. The ‘high peaks’ in the densities in Fig. A1 are

due to the fact that the VARs using the Baxter-King output gap estimate get a relatively large proportion of the weight in the LOP. We have seen in
Fig. 5 of the main text that those VAR specifications produce very narrow and high peak (ie., low variance) forecast densities. The bi-modal and long
tail densities are again due to the aggregation of the various individual VAR forecast densities.
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Fig. A1. Selected LOP output gap nowcast densities for the US.
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Fig. A2. Revisions to quarterly US inflation.
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A.2.3. Revisions and inflation forecasting
Fig. A2 shows information about quarterly inflation measurements for the US. In Panel (a) of Fig. A2, the average absolute revisions for 1 to 40

quarters after the initial measurement are plotted. The quarters looked at are from 1985:Q1 to 2010:Q1. Quarters before 1985:Q1 are not included,
because these exhibit significantly higher inflation rates in the US. The y-axis scale of the plot is set to the same range as for the Swiss data to
facilitate a comparison of magnitudes of the two series. As is evident, average absolute revisions are considerably lower and less variable for the US
data set than for Switzerland, hovering around 0.1 percentage points during the first 10 quarters, and dropping to about 0.03 percentage point after
40 quarters of the initial measurement. To be able to judge this magnitude of the average absolute revisions, we can compare it to the standard
deviation of the final inflation vintage data starting in 1985:Q1, which has a value of 1.01%. From these magnitudes it can be seen that revisions
only have a minor effect on the measurement of the inflation series for the US.

In Panel (b) of Fig. A2, the span of the maximum and minimum inflation values are displayed for the quarters from 1985:Q4 to 2008:Q1 over all
vintages. We again keep the same y-axis scale for better comparability to the Swiss revisions series shown earlier. The darker band represents the
span ignoring the original measurement, only taking into account the LOP's inflation target and the revisions that follow. When comparing the size
of the revisions for the US to those of the Swiss inflation series, it is clear that the span is much tighter, indicating that revisions to the US inflation
series are considerably less severe.
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