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A. Invocation of STATA on a Windows Platform
a) Starting Stata is done by double-clicking on the WSTATA icon
The following display (with background and foreground colors that you
can modify) will appear on your monitor

Figure 1 Stata Window Layout

B. Interrupting Stata: Hit control-Break or control Z or the red button
with an x in it that is on the STATA toolbar, and the execution of the last
command will end, without your exiting Stata
C. Exiting Stata can be done by typing Exit in the command window and
hitting the enter key
II.

Setup
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There are four windows. You enter your commands in the
Command Window. The Review Window records your commands. The
Results window displays your output. The variables window lists the
variables in the data set you are using. The Results window is the Log
Window. This can be named, save, and reused later. One can do this by
typing log using filename. (At this juncture, I would point out that I bold
and italicize STATA commands to distinguish them from ordinary text,
even though they are not actually entered into the command window
bolded or italicized. Moreover, because STATA is case sensitive, it is
important to take note of when lower and upper case characters are used.)
When one is finished using it, he can close it with by typing the command,
log close.
In the header bar at the top of the screen is a list of topics: File,
Edit, Prefs, Window, and Help.
The Help option in the Header bar provides a Contents option and a
Search Option. The ‘Contents’ option can be used by beginners unfamiliar
with STATA commands. The ‘Search’ option can be used by users who
know the name of the command or topic they wish to search. If one
wishes to obtain answers to frequently asked questions and the like, he can
go to the STATA web site, at http://www.stata.com, where he can find
many useful links, resources, and available publications on how to use
STATA.

Figure 2 The Help Options

The Display Colors of the display may be adjusted by going into
the Prefs window, clicking on general preferences, and selecting the
background colors for the different windows.
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C. Logging your own work:
a) It is generally advisable to keep a log of your work session. Persons working on
research projects can then review what they have done and have not completed.
b) To create a log file in which your commands and their output are recorded, you
can type in the command window: log using filename
i) Filename is any name you wish to give your log file.
ii) Stata 7 will supply the suffix, smcl, (stata markup control language) to your
log file.
c) To close the log file, the user can type: log close
d) Reviewing the log file can be done with any editor.
i) You can use Kedit, Wordpad, Notepad, etc. to open and read it.
ii) Suppose you created a log file called bob.smcl with the following command:
log using bob and then you typed log close. You now have all of your
commands saved in bob.smcl. You can type: view bob.smcl
e) Conversion of log to text format. You can translate your smcl file to a text file.
Suppose you created a log file called bob.smcl with the following command: log
using bob and then you typed log close. You now have all of your commands
saved in bob.smcl. If you wish to convert this file to a text file, you can type:
translate bob.smcl bob.txt
f) If you wish to view bob.txt, you can merely type: type bob.txt and you will be
able to see your commands and your output in the results window.
D. Running Stata
a) Invoke Stata
b) Open a log file
c) Access the data file
d) Run the procedures
e) Close the log file
f) Print the results
E. Printing
You may print your output. If you have already designated your log file by some
name—for example, bob-- and closed that file, it will already have been automatically
been saved by STATA. When it was saved, it will have been saved as bob.smcl. In
opening it, you will bring it into your results window. Then you may click on Print
Results.
When you do, a pull down menu will appear
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Figure 3 File Pull Down Menu

Click on Print Results and the printer selection menu will appear. Select your
printer and click on the OK button. This action will print only what is the results window.
Another pop up menu will appear, shown in Figure 4, giving you a place to type
in the header, name, and project description. You can type in whatever you wish to call
the header, name, and project and then click on the OK button.

Figure 4 Printer Settings Menu

F. Exiting: When you exit STATA, your file log will be automatically saved. Select the
file option in the header bar, and the pop-down menu shown in Figure 3 will appear.
Click on exit.

G. Data File Definition
a) Creation within Stata
i) Entering data via the command window
(1) The programmer can type the input format beginning with the input
command.
(2) Following the input command, he types the sequence of variable names
(eight letters or less) separated by blanks.
(3) For example, he could type: input id age race income
(4) He can then enter the values for case one and hit the ENTER key
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(5) He can then enter the values for observation two and hit the ENTER key
(6) For missing data he can enter a period for a numeric variable or a blank
for a string variable.
(7) When he is finished entering the data, he can enter the word, end.

Figure 5 Entering Data via the Command Window

(8) That will complete the data entry.
(9) He can then type: save myfile
(10) The data file will be called myfile.dta and saved for future access.
ii) Entering data via the data spreadsheet
(1) The user can type edit in the command window
(2) A data spreadsheet will appear

Figure 6 The data spreadsheet

Treating each column as a separate variable, the user begins entering the
data. In this example, he enters the respondent id values in the first column
before entering the other data.
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Figure 7 Entering the data

Stata will recognize the data type and allocate the appropriate format
itself. The user can double click on Var1 and then enter a variable name.

Figure 8 Entering a Variable Name and/or Variable Label

If he wishes, he can also enter a variable label. Stata will have designated
the variable type a general numeric with 8 digits and 0 digits to the right of
the decimal place.
He then proceeds to do this for each additional variable.
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i) Data Types
Enter the variable data in the spreadsheet
Variable types:
general numeric. example
%7.2g
1234.12
general string
%9s

Smith

date
%d

01jan2001

To change a variable b format from string format to numeric format and
name the new variable as a, the user can type:
encode b, gen(a)
The variable will retain the same name as the former so the user may
decide to relabel it with
label a “A as numeric variable”
H. Accessing Existing Stata Files
a) Copying data from a Spreadsheet
i) Select the whole data set
ii) Copy the whole data set
iii) Open STATA
iv) Type edit
v) Hit the ENTER key
vi) Click on EDIT in the header bar and a drop-down menu will appear
vii) Click on paste in the drop-down menu
viii)The whole spreadsheet of data is transferred to STATA
b) Reading ASCII files saved from a spreadsheet
i. USE: Using a file: One can access an existing file in the
appropriate directory with the USE command.
1. Assume that there is a Stata data set, called workers, with
the suffix dta in the Stata directory. All the user has to do
to access that data set is to type:
2. use workers
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3. Once he does this, the data set will be opened and
commands to analyze the data can be entered into the
command window
ii. INSHEET: One can access an ASCII file created from
spreadsheet data set with the insheet command.
1. For example: Suppose we construct a test data set, called
test.txt. This data set contains the variables id, sex, and
income in it. We can save that data set as an ASCII dos
text file that is tab delimited or that is not tab delimited. In
either case, STATA can then read the variables from it with
the insheet command.
insheet id sex income using test.txt
(i) Infix: Reading fixed formatted data from a raw data file. For
example, infix id 1-2 age 4-5 sex 6 marstat 8 using demog.raw
I. Saving the data file: Once the data have been entered, the user should click on
preserve button at the upper left of the STATA data editor spreadsheet. Then the user
may hit the X button in the upper right of the STATA data editor spreadsheet. The
user can save the data file by clicking on the File option in the header bar. A drop
down menu will appear. He may click on save as. A Save AS dialog box will appear
with a place for the file name. By giving it a name, such as mydata.dta, he can save
it under that name. The file can thus be saved under the chosen name, in this casemydata.dta.
a) Labels: For the Data set, Variable labels, and Value labels
i) Data Set labels: Any time a researcher opens up a data set, it can be very
helpful for him to see a description or source of the data set, which can be
attached with a data label
label data “Data Set from Bureau of Labor Statistics 2001”.

ii) Variable Labels:
Every time a person reviews a table containing a discrete variable name, he can
label the variable, so that label can appear where the variable is analyzed
Variable label
label define varname “Labelname”
Labels may also be given to the answer categories (or values) of the variable.
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iii) Value labels Categories can be given labels.
label define mk 1 “Toyota” 2 “Lexis”
label values make mk
label define sx 1 “male” 2 “female”
label values sex sx

A. Variable Transformations
There are a number of ways that a variable can be transformed. Variables
may be renamed, recoded, generated, or replaced. They can be dropped or
kept. They also have particular missing values which have to be noted and
handled properly.
(1) Rename
(a) The rename command allows the user to rename a variable called, old,
to a variable called, new: rename old new
(2) Recodes: A Variable can be recoded. For example, a variable X with a
range of 10 may be collapsed into a dummy variable with 2 categories.
One category can be 5 or below. The other category can be above 5 with
the following command: recode X 0/5=0 6/10=1
replace if can be used for conditional recodes. For example,
recode X 0/5=0 if sex= = 1
recode X 6/10=1 if sex = = 2
(3) generate: New variables or constants can be constructed with the
generate command.
generate loggpi = log(gpi)
generate area = length*width
If then, else constructions may be performed with the generate and recode
commands.
generate newvar=0
recode newvar 0/50=1 51/100 = 2
(4) egen Egen is an extension of the generate command that can handle
variable lists for its arguments.
For example, egen hhinc (household income) adds up the incomes
(inc i) of the four household members.
egen hhinc = sum(inc1—inc4)
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(5) replace if may be used after a generate command to recode a variable into
a new variable.
For example,
generate income5=income
replace income5 = 1 if (income < 20000)
replace income5 = 2 if (income >= 20000) & (income < 40000)
replace income5 = 3 if (income >= 40000) & (income < 50000)
replace income5 = 4 if (income >= 50000) & (income < 70000)
replace income5 = 5 if (income >= 70000) & (income < .)

(6) Missing Value management
(a) Missing values are shown as dots for numeric variables and blanks for
string variables. For numeric variables, they are stored as very large
numbers. Unless properly accounted for this can lead to serious errors.
(b) Values that were defined as missing before importation to STATA
can be converted to STATA missing values with the mvdecode
command. For example, a value coded as -999 in another data set is
converted to a STATA missing value with the following command:
mvdecode oldvar mv(-999)
(c) To convert STATA missing values to new values, such as -99999 can
be done with the mvencode command. For example,
mvencode newvar mv(-99999)

(7) drop Variables may be dropped from the data set with the drop
command. For example, drop X eliminates variable X from the data set,
while keeping the other variable already in it.
keep Variables may be kept in a data set, while the remainder can be
dropped. keep X Keeps variable X while dropping the others.
B. Data Management
a. If statements may follow the statistical procedure
i. One can ask for a listing of the data if the age of the respondent is
greater than 21 as follows:
ii. list if age > 20
1. This command will list all data for persons whose age is
greater than that of 20 years.
iii. summarize if age > 20 & sex = = 1 will provide summary statistics
for all males (sex = = 1) whose age is greater than that of 20 years.
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iv. tabulate age if sex ! = 1 will tabulate age if sex is not equal to
male.
v. tabulate if income >= 20000 will tabulate all variables for cases
where the income is greater than or equal to $20,000.00
b. A file may be sorted by sex before splitting the file by sex and running a
command for each category value of the variable, sex.
1. Splitting the File Splitting the file means performing an
analysis by a sorting categorical variable. We can run a
command by sex. The effect will be to perform one
analysis for males and another for females in the data set.
by sex, sort: list
c. Appending data sets
i. Suppose there are two data sets a.dta and b.dta that contain the
same variables, but different cases.
ii. For the user to concatenate the observations of data set b to those
of data set a, he must first type: use a
iii. While data set a is opened, he types: append using b
iv. This command completes the appending of the cases in data set b
to those of data set a. The current data set containing the
observations of both data sets a and b can be saved under a
different data set name.
d. Merging Data sets
i. Suppose the user wishes to merge two data sets (with different
variables but with the same cases).
ii. The two data sets with the same cases but with different variables
in them are called, b.dta and c.dta.
iii. Suppose that the two data sets contain a unique case identifying
variable. For the purposes of this example, that identifier will be
called, ID.
iv. Sort both data sets by ID before saving them. After using the data
set, execute the command sort id
v. Use the first data set: use b
vi. The second data set can be merged with the first with the
command: merge id using c
XII. Data Review
Prior to performing the analysis, the data has to be reviewed. If there are dirty
input errors, the data have to be cleaned. Once these errors are corrected,
the data are cleaned. There are several ways to review the data. Checking
the codebook, listing the data, performing range checks with the tabulate
command, and graphing the data with histograms are some of the means
that can be used. The codebook has to be examined to be sure that the
coding for each variable can be displayed.
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a. codebook The command, codebook, typed into the command window will
provide basic information about the data type, variable label, and value
labels. It will also provide about the value range and the number of
missing values. Moreover, the codebook output supplies the mean and
standard deviation for numeric variables. It also tells you whether the
variable contains embedded blanks. Either the percentiles or the
frequency distribution is displayed. The output from the codebook
command appears as follows:

Figure 9 Codebook Output

b. One can list the data set to examine the individual observations. Typing
the command, list, simply prints out each of the observations with the
value for all of the variables.
i.
One can select the variables to list with the following command.
1. list make weight mpg
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2. This command yields the output shown in Figure 10.

Figure 10 list make weight mpg output

tabulate Range checks can be performed with the tabulate command.
Tabulating the data yields a frequencies analysis and percentage table with
which the researcher can check the range of the variables. If the user
wants to check the range of the variable, turn (referring to the turning
radius) he merely issues the command: tabulate turn

Figure 11 Tabulate output

histogram A graphical way of examining the
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Shape of the distribution is to review the histogram of the data. The
histogram is generated with the graph varname command. For example,
suppose we wish to review the histogram of the turn variable tabulated
above. The user merely issues the command: graph turn
The graph shown in Figure 12 appears.

Fraction

.297297

0
31

51
Turn Circle (ft.)

Figure 12 Histogram of turning radius

Another way of obtaining a review of the variable is with the inspect
command. If the user were to type the command: inspect turn
in the command window, he would obtain the following output.

Figure 13 inspect output

These are some of the ways in which the analyst can review the data.
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Consistency Checks: In cleaning the data, the analyst may expect some
variables to covary in particular ways. For example, he may expect the
weight of the vehicle and the mpg to be inversely related. He can run a
correlation between the variables to see whether there is a significant
negative relationship. If there is not, he may suspect incorrect coding of
the variables and proceed to check that coding. Where the data are
continuous, a Pearson product- moment correlation coefficient (which uses
pairwise deletion) can be generated with the corr command.
corr price mpg weight, means produces

Figure 14 Correlation output (using corr and pwcorr)

Incidentally, if one requests multiple correlations, he can adjust the
significance level with a Bonferroni or Sidak correction to protect against
an inflated experimentwise error rate with the command:
pwcorr weight mpg, obs sig sidak
The output is shown in the lower panel of Figure 14.
If the data were of an ordinal level of measurement, then the spearman
command could be used to generate a Spearman’s Rho correlation
coefficient. For example, spearman varname1 varname2 yields the output
shown in Figure 15.
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Figure 15 Spearman correlation output

If one suspects that there is curvilinearity in the relationship and wishes to
do a scatterplot between the two variables to examine the nature of the
relationship, the researcher could issue the command:
graph mpg weight, twoway t1(”MPG v Weight of Vehicle”)
Figure 16 displays the graphical output from this command
on the next page.

Mpg v. Vehicle Weight

Mileage (mpg)

41

12
1,760

4,840
Weight (lbs.)

Figure 16 Graph output
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Researchers interested in doing correlation analysis for causal modeling should
consult http://www.nyu.edu/its/socsci/Docs/correlate.html for the caveats and
pitfalls that they may encounter in their quest for understanding of the processes
at work.

XIII. Cross-sectional Statistical Analysis
There are a number of elementary statistical procedures which can be executed
by STATA. We will cover some of them here, just to help get the statistical analysts and
researchers started.
A. Summary Statistics are often necessary to describe the sample.
It is possible to obtain univariate summary statistics on any variable. One can
obtain these statistics with the tabstat command. The tabstat command can compute any
of the statistics:
mean
mean
count
count of nonmissing observations
n
same as count
sum
sum
max
maximum
min
minimum
range
range = max - min
sd
standard deviation
sdmean
standard deviation of mean = sd/sqrt(n)
skewness skewness
kurtosis kurtosis
median
median (same as p50)
p1
1st percentile
p5
5th percentile
p10
10th percentile
p25
25th percentile
p50
50th percentile (same as median)
p75
75th percentile
p90
90th percentile
p95
95th percentile
p99
99th percentile
iqr
interquartile range = p75 - p25
q
equivalent to specifying "p25 p50 p75"
The command that will yield these statistics is
Tabstat varlist, stats (mean sd sdmean n) will compute the mean, standard
deviation, standard error of the mean, and the number of observations for every variable
specified in the varlist.
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The command:
tabstat age educ, stats(mean sd sdmean n)
computes the output in Figure 17.

Figure 17 tabstat produces univariate summary statistics

In order to obtain a frequencies analysis, the tabulate command is used, as shown
in Figure 11. Not only will the tabulate command generate percentage tables, but it can
generate crosstabulations as well. To obtain simple crosstabulation counts type:
tabulate rowvar colvar

Figure 18 two-way tabulate output

In addition to the cell counts, the user can obtain row and column totals.
Furthermore, he can test the significance of the relationship with a χ 2
and/or a likelihood ratio χ 2 .
The strength of the relationship can be obtained from a Cramer’s V
statistic or a gamma ( γ ) statistic. The command for this output is
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tabulate sex race, row column all exact
or if the data are entered in tabular format then the command would be
tabulate sex Race [freq=Count], row column all exact
to obtain a crosstabs of sex by Race with the above coefficients plus a
Fisher’s Exact test

Figure 19 full two-way tabulate output

If the analyst wishes to obtain the average education of regions of the
country, he can type:
tabulate region, summarize(educ)
The output is shown in the top panel of Figure 18. If the analyst wishes
the average education, standard deviation, and sample size by the
crosstabulation of sex and race: he can type:
tabulate race sex, summarize(educ)
The output of the latter command can be found in the lower panel of
Figure 20.
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Figure 20 Means, Standard Deviations, and sample sizes output from Tabulate

B. Inferential Statistics
1. T-tests
Stata will perform one sample, paired sample, and independent group’s ttests. If the researcher wishes to determine whether a mean of a sample is
significantly different from some criterion value, he can perform a onesample t-test.
Suppose we use the auto.dta data set that comes with STATA. The
analyst want to test the hypothesis that the average miles per gallon of the
vehicles in the data set is equal to, less than, or greater than 19. He merely
accesses the data set, with the use command:
use auto
a. One-Sample T-test can be generated with the command:
ttest mpg = 19
The output of this command appears in Figure 21 below.
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Figure 21 One sample t-test output

There are 74 cases in this data set. The average miles per gallon are 21.2973. The twosided significance test of the null hypothesis that the mean mpg is equal to 19.00 is tested
in the center column. At the .05 level of significance, this null hypothesis must be
rejected. On either side, the user can find the one-sided tests that the mean is less than or
greater than 19.

b. Paired T-Tests:
There are circumstances where the researcher needs to compare the average pretest with the average post-test score for the sample people. In this case, the researcher
would employ a paired T-Test. The STATA command for a paired T-Test is quite
simple. Let the variable names be pretest and posttest. The command is:
ttest Pretest= Posttest

The output from this command can be seen in Figure 22.
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Figure 22 Paired T-Test output

In this case, one can see that the average Pretest score is 14.2 while the average Posttest
score is 30. The difference between these scores is –15.8. The two-sided null hypothesis
that this is equal to 0 must be rejected at the .05 level of significance. The one-sided
tests are given on each side of two-sided test in the bottom center of the output.

c. Two -Sample T-Test:
There are many times when a researcher wishes to test the difference between the
averages of a measure using separate group. One example might be to test the average
income of males and females in a data set to determine whether there is a statistically
significant difference between them.
In so doing, the researcher needs to heed the assumptions of the statistical test
being performed. A separate groups t-test uses a different degrees of freedom, depending
upon whether the variances are equal or not. It behooves the researcher to check the
variances of the two groups and to specify whether they are unequal.
If the researcher wishes to perform a t-test with equal variances, he need not
specify anything. If, however, the researcher wishes to perform a t-test with unequal
variances, he must specify that.
The command for a ttest of income between sexes with equal variances of income
in the two groups is:
ttest income, by(sex)

Alternatively, the STATA command for a ttest of income between sexes with
unequal variances in the two groups
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ttest income, by(sex) unequal

Figure 23 T-Test for Separate Groups with Unequal Variances

From Figure 23, it can easily be seen from the square of the standard deviations for each
group (which gives the variances for the separate groups) that these groups have different
variances. Below the table is the Satterthwaite’s correction for degrees of freedoms when
the variances are unequa l and below that are the one-sided and two-sided tests that the
means for the sexes are equal. In any case, the difference between the average incomes of
the two groups does not appear to be statistically significant at the .05 level. The analyst
should be cautioned that a low sample size can easily reduce the statistical power of the
test to detect a real difference even when it exists. Sample sizes should be sufficiently
large for the test to be properly performed.

2. Analysis of Variance (ANOVA):
Frequently, the analyst will have more than two groups whose means he has to
compare. In this case, he can employ an analysis of variance or ANOVA. There are oneway ANOVAs where some dependent, response, or test variable is used to compare
different groups. The grouping variable is called a factor. Usually, there are more than
two groups.
a. One way ANOVAs use only one grouping factor. The purpose is to ascertain
whether there is a statistically significant difference between the means of the test
variable between at least one of the several groups. The command by which the
researcher executes this analysis is:
oneway response factor
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Let the response variable be output and let the factor by the type of machine. If
there are five types of machine, then the researcher wants to test the null hypothesis that
there is not difference in the average output from one machine to another. He would
enter into the STATA command windows:
oneway output machine, tabulate bonferroni
and he would obtain :

Figure 24 Oneway ANOVA output

The first tabulation of this output reveals the mean output for each machine, along
with the standard deviation, and frequency. In the second tabulation of this output, one
sees that the sum of squares between the groups is 444.468 with 4 degrees of freedom.
The sum of squares within the groups is 185.73 with 52 degrees of freedom. If one were
to divide the degrees of freedom into the sum of squares, one would obtain the mean
square (variance). Dividing the within groups variance into the between groups variance,
one obtains the F ratio of 31.11. The probability that one would obtain such a high ratio
by chance is less than .001. Therefore, the null hypothesis that there is no difference
between the variances must be rejected at the .001 level.
The Bartlett’s test for equality of variances reveals that the null hypothesis
suggesting that there is no difference between any of the five variances has to be rejected
at the .01 level.
To control for the Experimentwise error rate, a Bonferroni adjusted significance
between the levels. The Bonferroni correction divides the alpha rejection rejoin by the
number of comparisons to obtain a corrected rejection region. If the either the Bonferroni
or Scheffe normalization is too conservative, the researcher can invoke the Sidak
normalization, instead.
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b. Two-way ANOVA:
For a two-way full factorial ANOVA that includes both main effects of the type
of machine and the operator as well as the interaction between them, one can use the
following command:
anova output machine operator machine*operator

The output appears as

Figure 25 ANOVA output

From this output, it appears as if the main effects and interaction are significant
and that the model explains 81 percent of the variance of the dependent variable. But we
need to test the assumptions to be sure.
For the model to be valid, it must fulfill the basic ANOVA assumptions. These
assumptions include independence of observations, normality of the error variance, no
outliers, ho mogeneity of variance of the residuals, and linearity. The predict command
could generate regression diagnostics.
The predict command syntax specified
predict varname , score type predicted
for example,
predict resid, residuals generates residuals,
whereas
predict stdres, rstandard generates standardized residuals.
In sum, the predict command is used to generate the predicted scores (xb),
residuals (residuals) , standardized residuals (rstandard) , studentized residuals (rstudent),
Cook’s D (cooksd), leverage (het), standard error of prediction (stdp), standard error of
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the residual (stdr), standard error of forecast (stdf), dfbeta (dfbeta), and dffit(dffits). The
score type predicted is enclosed by parentheses in this paragraph.
These regression diagnostics can be used to test the assumptions of the model.
The residuals or standardized residuals can be subjected to a test for normality. The user
has merely to request a Kolmogorov-Smirnov Test of normality of the distribution wit h
the following command:
sktest resid

Figure 26 Kolmogorov-Smirnov Normality test

In this case, the residuals are not statistically significantly different from the
theoretical normal distribution. That is, the null hypothesis of no difference between the
theoretical normal and our distribution of residuals cannot be rejected at the .05 level of
statistical significance.
We can check for problematic outliers by sorting the standardized residuals and
running a tabulation of them. If there are standardized residuals with absolute values in
excess of 3.5, then we need to examine the leverage, dffits, and dfbetas of these
observations to determine whether they need to be trimmed or smoothed.
For example, after having saved the standardized resid uals as indicate above ,we
can sort them with the command:
sort stdres
Then we can tabulate stdres to see if we have any problematic residuals.
Residuals can be very problematic with small sample sizes. If there are no problematic
residuals, we can proceed. The tabulation of the standardized residuals can be found in
Figure 27 on the next page.
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Figure 27 Tabulation of sorted Standardized Residuals

If they do exist, we need to check the input coding to be sure that they are not
typographical errors. If they are typographical errors, they can be replaced by the correct
value. If we do not know the correct value and the data set is large, the observation might
be dropped. If the sample size is small, then we may wish to use mean value plus a
randomized component replacement if there are not many of these outliers. Multiple
imputations might be preferred for missing value replacement.
To test the model for heteroskedasticity or nonequality of the error variances, one
can merely graph the standardized residuals against the predicted scores, with the
following command:

graph stdres yhat

This command generates the graph found in Figure 28 on the following page.
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Figure 28 Graphical Test for Homoskedasticity

The researcher reviews the graph to determine whether there are any tell-tale
patterns of fanning out, funneling in, or curvilinear patterns, any of which would indicate
nonequality of error variance or heteroskedasticity. If no such pattern is found, then one
presumes that there is homoskedasticity.
Interaction Plots
Often, the researcher wishes to examine the interaction between two factors. His
data set consists of the dependent variable, Y, and two factors, factor1 and factor2 in the
next figure. What the researcher will do is to reconfigure the data set, predict the cell
means, and then graph them to show whether the interaction is crossed, uncrossed, or
complex. To do so, he begins with the data set in Figure 29.
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Figure 29 new data set

On this data set, he performs a full- factorial ANOVA (main effects plus the interactions)
with the command:
anova Y factor1 factor2 factor1*factor2
He obtains the following output:

Figure 30 Factorial ANOVA output

He reconfigures his data as a table by obtaining the linear prediction of the cells with the
command:
adjust ,by (factor1 factor2) replace
Stata produces the output in Figure 31.
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Figure 31 Predicted means

By typing edit in the command window, the reconfiguration of the data set will be
displayed as:

Figure 32 Reconfigured data set

He can graph the predicted means, xb.

To do so, he issues the following commands:

.sort factor1 factor2
.graph xb factor2, c(L) s([factor1]) xlab ylab
The interaction is shown by the graph of the nonparallel lines connecting the predicted
means by factor2, with one line for each level of factor1.

Figure 33 Graph of Interaction among predicted means
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STATA also handles more advanced ANOVA designs, which are not covered in
this introductory paper. Among them are N-way designs, mixed designs, nested designs,
latin square designs, repeated measures designs, and ANCOVA. These are covered in
the STATA reference manual, A-G.

c. Regression Models
There are numerous occasions when it behooves a researcher to test the
relationship between a dependent response variable and a several potential predictors of
that response variable. If a person was interested in buying a car, he might wish to know
what were the statistically significant predictors of good gas mileage. From the STATA
data set, auto.dta, he has data on weight, length, trunk size, and headroom. He wants to
ascertain which of these variables are predicting miles per gallon. To do so, he would
construct a regression model.
1. Classical ordinary least squares regression
To set up the STATA command syntax for a classical ordinary least squares
statistical model, he would select miles per gallon, mpg, as his dependent variable. This
would become the first variable in his list of variables. He follows this dependent
variable with the other variables, which he hypothesizes to predict mpg. He issues the
regression command, which commences with regress:

regress mpg weight length trunk headroom

This command generates the following ANOVA and regression parameter
estimates.

Figure 34 Regression Output

From the full model regression output shown in Figure 34, it appears that only
weight is a significant predictor of the gas mileage. The hypotheses that headroom, trunk
size, or length of the vehicle are statistically significant positive predictors of the gas
mileage is disconfirmed by this regression analysis, based on this data set. Once the
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original hypotheses are run, this model can be trimmed to a parsimonious one showing
the relationship between the dependent variable and only significant predictors.
The resulting formula from this full regression model is
Mpg = 47.38 + .016*headroom - .03*trunksize - .07*length - .004*weight
Again, the regression assumptions need to be tested. Assumptions of proper
functional form, no outliers, residual normality, homoskedasticity, and no
multicollinearity must be fulfilled for the model to be valid. The first question that arises
is that of proper functional form. Is this a linear model? Does the dependent variable
have to be transformed? One way to help diagnose this is to graph the power
transformations of the dependent variable. This can be done with
gladder mpg
Histograms, shown in Figure 35, of the transformed powers are generated for the analyst
to examine. He may decide to remain with the identity transformation as we do here.
The analyst may also decide to generate partial plots of the dependent variable with each
of the predictor variables to be sure that the relationship is linear. An example of such a
partial plot is shown in Figure 36. This is good practice with regression analysis and
assures the analyst that he can be content without more serious transformation of the
dependent variable or the running of a nonlinear regression model.
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Figure 35 gladder output

The analyst could also plot the relationship between the dependent variable and
the principle predictor variable to observe whether the relationship is linear.
graph mpg weight, twoway ti(“MPG v. Weight”)

Figure 36 MPG vs. Weight a test of functional form

Additional regression diagnostics have to be generated and analyzed. The
predict command can generate residuals, standardized, or studentized residuals. Residual
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generation is performed with the predict command. The following command generates
residuals in the data set that are called, resid.
predict resid, residuals
To generate standardized residuals (the residual divided by the standard deviation), called
stdres, to adjust the residual for its standard error, the user executes the command:
predict stdres, rstandard
To generate studentized residuals, the standardized residual with the observation in
question deleted, the analyst executes the following command:
predict studres, rstudent
He may also generate the leverage (influence) of each observation to examine whether it
is a troublesome outlier.
predict lev, leverage
Outliers have to be detected, identified, and analyzed. Residuals can be
tabulated to see whether observations qualify as outliers. Standardized residuals whose
absolute values are in excess of 3.5 could qualify. Studentized residuals are distributed as
a t distribution with n – k – 1 degrees of freedom. They can be examined as t values.
Observations with high leverage values (leverage values range from 1/n to 1) would
qualify. One could sort the residuals by their standardized values and then tabulate them
with the commands:
sort stdres
tabulate stdres

Observations with absolute values greater than 3.5 merit closer examination. For
these outliers, some adjustment may be necessary. There are robust methods used to
detect outliers that require additional treatment. Nonetheless, the observations need to be
examined for typographical errors. Any such errors need to be corrected. Given a large
enough data set, they can be deleted. If the data set is small, then some sort of smoothing
or missing data replacement can be invoked
Test for Normal Errors . Residuals are assumed to be normally distributed. Like
the other assumptions, this assumption needs to be tested. In the above section, the
Kolmogorov-Smirnov test was used to determine whether the distribution of these
residuals was statistically significantly different from that of a theoretical normal
distribution. This can be done by
sktest resid
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A graphical approach to testing the normality of the residuals is to request a qq plot of the
residuals against the normal distribution with the command:
qnorm resid
which generates the plot in Figure 37. The red diagonal line represents the theoretical
normal distribution, while the yellow dots represent the residuals of the model. The closer
they cleave to the redline, the more normal the distribution is said to be.

Figure 37 Residual-Normal Quantile Plot

Another assumption that needs to be tested is that of homoskedasticity. The
violation of homoskedasticity is called heteroskedasticity. The Cook-Weisburg (1983)
test for this violation is performed with the hettest command.
hettest

Figure 38 Hettest output

The significant result from the Cook-Weisburg test indicates that the regression of
the residuals on the predicted values reveals significant heteroskedasticity.
Alternatively, one could request a plot of the residuals against the fitted values to show
the heteroskedasticity:
rvfplot
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Figure 39 rvfplot output

Another assumption of the model is that there is no significant
multicollinearity that will undermine the statistical power of the model. The
analyst can test for this problem with the pwcorr command and the VIF
command, although STATA checks for this problem and automatically drops
collinear predictor variables prior to estimation. The command
pwcorr weight length trunk headroom, obs sig
generates the correlation matrix of the predictor variables shown in Figure 40.
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Figure 40 Multicollinearity tests

The higher the correlations between the predictor variables, the more the
multicollinearity. The variance inflation factor, VIF, is a measure of the
reciprocal of the complement of the intercorrelation among the predictor
variables: VIF= 1/(1- r2 ) where r2 is the multiple correlation between the
predictor variable and the other predictors. VIF values greater than 10 indicate
possible problems (STATA 7 Reference, Q-St., p.111).
Another important diagnostic graph is that of the leverage versus the residual
plot, a plot which shows the influence of the outliers over the residuals. The
command for this plot is lvr2plot The influential outliers are revealed in the
upper right sector. If there are enough of them that have substantial leverage,
then the analyst may wish to resort to robust regression techniques.
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Figure 41 Leverage v. Residual Plot (lvr2plot)

2. Robust Regression
a. Robust Regression with heteroskedastically consistent robust standard
errors can be performed with the regress y x1 x2 x3, robust command.
When there is reason to believe that the residuals are neither normally
distributed nor homoskedastic, then robust standard errors and proper
significance testing can be performed with the robust option.
i. The robust option causes the Huber/White sandwich estimator of
the variance to be used in order to generate consistent standard
errors even when the data are not i.i.d. The command by which
this option is invoked is
regress mpg weight trunk headroom, robust

Figure 42 Robust Regression Output

b.

Quantile regression
i. Quantile regression predicts the median. When the outliers are a
problem or the residuals are neither normally distributed nor
homoskedastic, robust regression is in order.
ii. Quantile regression estimates by least absolute deviations.
iii. The command syntax for prediction of the median is
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qreg mpg weight trunk headroom
iv. The output is shown on the next page.

Figure 43 Quantile Regression Output

The interpretation of the output is that the formula
Median(Mpg) = 37.05 - .028*headroom - .144*trunksize - .005 * weight

Pseudo _ R 2 =1 −

∑ wtd _ deviations _ about _ estimated _ quantile
∑ wtd _ deviations _ about _ raw _ quantile

c. Bootstrapped quantile regression. To be sure that the standard errors
are correct if the distributions are nonnormal and heteroskedastic, one can
bootstrap the results with the following command:
bsqreg mpg weight trunk headroom, reps(1000)
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Figure 44 Bootstrapped Quantile Regression output

The 1000 resamples assures accurate bootstrapped standard errors.
STATA is a very powerful and widely used general purpose statistical package that is
easily affordable with a one time purchase by most faculty, researcher staff, and students.
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